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Typographic Conventions

The fonts, layout, and typographic conventions of this book have been
carefully chosen to increase readability. Please take a moment to
familiarize yourself with them.

A Warning and Solution

A common problem with computer training and reference materials is
the confusion of the numbers "zero" and "one" with the letters "oh" and
"ell". To avoid this confusion, this book uses a fixed-width font that makes
each letter and number distinct.

Typefaces Used and Their Meanings

The following typeface conventions have been followed in this book:

fixed-width normal ⇒ Used to denote file names and directories. For
example, the /etc/passwd file or /etc/sysconfig/directory. Also
used for computer text, particularily command line output.

fixed-width italic ⇒ Indicates that a substitution is required. For
example, the string stationX is commonly used to indicate that the
student is expected to replace X with his or her own station number,
such as station3.

fixed-width bold ⇒ Used to set apart commands. For example, the
sed command. Also used to indicate input a user might type on the
command line. For example, ssh -X station3.

fixed-width bold italic ⇒ Used when a substitution is required
within a command or user input. For example, ssh -X stationX.

fixed-width underlined ⇒ Used to denote URLs. For example,
http://www.gurulabs.com/.

variable-width bold ⇒ Used within labs to indicate a required student
action that is not typed on the command line.

Occasional variations from these conventions occur to increase clarity.
This is most apparent in the labs where bold text is only used to indicate
commands the student must enter or actions the student must perform.

0 O
The number

"zero".
The letter

"oh".

1 l
The number

"one".
The letter

"ell".
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Typographic Conventions

Terms and Definitions

The following format is used to introduce and define a series of terms:

deprecate ⇒ To indicate that something is considered obsolete, with
the intent of future removal.

frob ⇒ To manipulate or adjust, typically for fun, as opposed to tweak.
grok ⇒ To understand. Connotes intimate and exhaustive knowledge.
hork ⇒ To break, generally beyond hope of repair.
hosed ⇒ A metaphor referring to a Cray that crashed after the

disconnection of coolant hoses. Upon correction, users were assured
the system was rehosed.

mung (or munge) ⇒ Mash Until No Good: to modify a file, often
irreversibly.

troll ⇒ To bait, or provoke, an argument, often targeted towards the
newbie. Also used to refer to a person that regularly trolls.

twiddle ⇒ To make small, often aimless, changes. Similar to frob.

When discussing a command, this same format is also used to show and
describe a list of common or important command options. For example,
the following ssh options:

-X ⇒ Enables X11 forwarding. In older versions of OpenSSH that do
not include -Y, this enables trusted X11 forwarding. In newer versions
of OpenSSH, this enables a more secure, limited type of forwarding.

-Y ⇒ Enables trusted X11 forwarding. Although less secure, trusted
forwarding may be required for compatibility with certain programs.

Representing Keyboard Keystrokes

When it is necessary to press a series of keys, the series of keystrokes
will be represented without a space between each key. For example, the
following means to press the "j" key three times: jjj

When it is necessary to press keys at the same time, the combination will
be represented with a plus between each key. For example, the following
means to press the "ctrl," "alt," and "backspace" keys at the same time:
Ó¿Ô¿×. Uppercase letters are treated the same: Ò¿A

Line Wrapping

Occasionally content that should be on a single line, such as command
line input or URLs, must be broken across multiple lines in order to fit
on the page. When this is the case, a special symbol is used to indicate
to the reader what has happened. When copying the content, the line
breaks should not be included. For example, the following hypothetical
PAM configuration should only take two actual lines:

password required /lib/security/pam_cracklib.so retry=3a
 type= minlen=12 dcredit=2 ucredit=2 lcredit=0 ocredit=2

password required /lib/security/pam_unix.so use_authtok

Representing File Edits

File edits are represented using a consistent layout similar to the unified
diff format. When a line should be added, it is shown in bold with a
plus sign to the left. When a line should be deleted, it is shown struck
out with a minus sign to the left. When a line should be modified, it
is shown twice. The old version of the line is shown struck out with a
minus sign to the left. The new version of the line is shown below the
old version, bold and with a plus sign to the left. Unmodified lines are
often included to provide context for the edit. For example, the following
describes modification of an existing line and addition of a new line to
the OpenSSH server configuration file:

File: /etc/ssh/sshd_config
 #LoginGraceTime 2m
- #PermitRootLogin yes
+ PermitRootLogin no
+ AllowUsers sjansen
 #StrictModes yes

Note that the standard file edit representation may not be used when it
is important that the edit be performed using a specific editor or method.
In these rare cases, the editor specific actions will be given instead.
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Lab Conventions

Lab Task Headers

Every lab task begins with three standard informational headers:
"Objectives," "Requirements," and "Relevance". Some tasks also include a
"Notices" section. Each section has a distinct purpose.

Objectives ⇒ An outline of what will be accomplished in the lab task.
Requirements ⇒ A list of requirements for the task. For example,

whether it must be performed in the graphical environment, or
whether multiple computers are needed for the lab task.

Relevance ⇒ A brief example of how concepts presented in the lab
task might be applied in the real world.

Notices ⇒ Special information or warnings needed to successfully
complete the lab task. For example, unusual prerequisites or common
sources of difficulty.

Command Prompts

Though different shells, and distributions, have different prompt
characters, examples will use a $ prompt for commands to be run as
a normal user (like guru or visitor), and commands with a # prompt
should be run as the root user. For example:

$ whoami
guru
$ su -
Password: password
# whoami
root

Occasionally the prompt will contain additional information. For example,
when portions of a lab task should be performed on two different stations
(always of the same distribution), the prompt will be expanded to:

stationX$ whoami
guru
stationX$ ssh root@stationY
root@stationY’s password: password
stationY# whoami
root

Variable Data Substitutions

In some lab tasks, students are required to replace portions of commands
with variable data. Variable substitution are represented using italic fonts.
For example, X and Y.

Substitutions are used most often in lab tasks requiring more than one
computer. For example, if a student on station4 were working with a
student on station2, the lab task would refer to stationX and stationY

stationX$ ssh root@stationY

and each would be responsible for interpreting the X and Y as 4 and 2.

station4$ ssh root@station2

Truncated Command Examples

Command output is occasionally omitted or truncated in examples. There
are two type of omissions: complete or partial.

Sometimes the existence of a command’s output, and not its content, is
all that matters. Other times, a command’s output is too variable to
reliably represent. In both cases, when a command should produce
output, but an example of that output is not provided, the following
format is used:

$ cat /etc/passwd
. . . output omitted . . .

In general, at least a partial output example is included after commands.
When example output has been trimmed to include only certain lines,
the following format is used:

$ cat /etc/passwd
root:x:0:0:root:/root:/bin/bash
. . . snip . . .
clints:x:500:500:Clint Savage:/home/clints:/bin/zsh
. . . snip . . .

EVALUATION COPY

Unauthorized Reproduction or Distribution Prohibited



x

Lab Conventions

Distribution Specific Information

This courseware is designed to support multiple Linux distributions.
When there are differences between supported distributions, each
version is labeled with the appropriate base strings:

R ⇒ Red Hat Enterprise Linux (RHEL)
S ⇒ SUSE Linux Enterprise Server (SLES)
U ⇒ Ubuntu

The specific supported version is appended to the base distribution
strings, so for Red Hat Enterprise Linux version 6 the complete string
is: R6.

Certain lab tasks are designed to be completed on only a sub-set of
the supported Linux distributions. If the distribution you are using is not
shown in the list of supported distributions for the lab task, then you
should skip that task.

Certain lab steps are only to be performed on a sub-set of the supported
Linux distributions. In this case, the step will start with a standardized
string that indicates which distributions the step should be performed on.
When completing lab tasks, skip any steps that do not list your chosen
distribution. For example:

[R4] This step should only be performed on RHEL4.1)
Because of a bug in RHEL4's Japanese fonts...

Sometimes commands or command output is distribution specific. In
these cases, the matching distribution string will be shown to the left of
the command or output. For example:

$ grep -i linux /etc/*-release | cut -d: -f2
Red Hat Enterprise Linux Server release 6.0 (Santiago)[R6]

SUSE Linux Enterprise Server 11 (i586)[S11]

Action Lists

Some lab steps consist of a list of conceptually related actions. A
description of each action and its effect is shown to the right or under
the action. Alternating actions are shaded to aid readability. For example,
the following action list describes one possible way to launch and use
xkill to kill a graphical application:

Ô¿Å Open the "Run Application" dialog.

xkillÕ Launch xkill. The cursor should change,
usually to a skull and crossbones.

Click on a window of the application to kill.
Indicate which process to kill by clicking on
it. All of the application’s windows should
disappear.

Callouts

Occasionally lab steps will feature a shaded line that extends to a note
in the right margin. This note, referred to as a "callout," is used to provide
additional commentary. This commentary is never necessary to complete
the lab succesfully and could in theory be ignored. However, callouts
do provide valuable information such as insight into why a particular
command or option is being used, the meaning of less obvious command
output, and tips or tricks such as alternate ways of accomplishing the task
at hand.

On SLES10, the sux command
copies the MIT-MAGIC-COOKIE-1
so that graphical applications
can be run after switching
to another user account. The
SLES10 su command did not
do this.

$ sux -[S10]

Password: password
# xclock
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Xinetd

The Super Daemon
• Small, efficient transient-daemon launcher
• Listens on ports, launches transient daemons as needed
• Built-in TCP Wrappers for daemons not linked against libwrap
• IPv6 support

Modern Replacement for inetd
• /etc/xinetd.conf
• /etc/xinetd.d/

Efficient Resource Utilization

Originally, inetd was created to be a small, low memory usage
network daemon. It would launch other daemons on demand, thereby
not requiring transient daemons to be always running, consuming
CPU time and memory. This was especially important in the early
days of Unix when memory and CPU cycles were in short supply and
extremely expensive.

With the introduction of systemd and its on demand activation of
services, many services traditionally provided by xinetd are being
migrated to systemd. Xinetd still provides features, most notably
access control and TCP wrappers support, that are absent in systemd.

The xinetd Daemon

A positive side effect of the inetd setup is that it allows for
centralized enforcement of policy. Policy decisions include the
number of simultaneous connections, rate limiting, and logging.

While the original inetd is (still) widely used on most Unix systems,
most Linux distributions typically use xinetd in place of inetd.

Some of the benefits of xinetd over the older inetd include:

y Greater configuration control & flexibility
y TCP Wrappers built into the super-daemon
y Has security and access control features
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Xinetd Configuration

The main configuration file for Xinetd is /etc/xinetd.conf, which
references the /etc/xinetd.d/ directory. In this directory, the
configuration for each transient service is typically isolated in an
individual configuration file.

Example Service Configuration Files in /etc/xinetd.d

The following table includes several of the service files:

Filename Description

amanda AMANDA backup system server

gssftp Kerberized FTP server

krb5-telnet Kerberized telnet server

rsync rsync file synchronization server

talk Internet Talk Protocol server

telnet Standard telnet server

tftp Trivial File Transfer Protocol (TFTP) server

Example Service Configuration File – telnet

File: /etc/xinetd.d/telnet
# default: on
# description: The telnet server serves telnet sessions;
# it uses unencrypted authentication.
service telnet
{
             flags                 = REUSE
             socket_type           = stream
             wait                  = no
             user                  = root
             server                = /usr/sbin/in.telnetd
             log_on_failure       += USERID
             disable               = no
}

EVALUATION COPY

Unauthorized Reproduction or Distribution Prohibited



1-4

Xinetd Connection Limiting and Access Control

The extended Internet services daemon
• Built-in access control

only_from
no_access

• Sophisticated connection limiting
instances
cps
per_source
max_load

• Time of day restrictions
access_times

Remote Access Control

Xinetd provides access control through two attributes: only_from and
no_access. Both attributes take a value of an IP address in CIDR
form: 1.2.3.4/32. Multiple values can be supplied space separated. If
both attributes are defined, then the most specific match wins.

Generally these attributes are not used. Centralized, system-wide TCP
Wrappers (built-in to Xinetd) and packet-filter firewalling is more
common for access control.

Connection Limiting to Mitigate DoS Attacks

One of the major reasons for using Xinetd in place of Inetd are the
connection limiting features. With legacy inetd, there are no limits,
besides exhausting system resources, on the number of connections
to a service. This creates the probability of DoS attack.

Xinetd Connection Limiting Features

The main configuration file /etc/xinetd.conf specifies a default of
50 connections per service using the instances attribute. Such
defaults can be overridden in per-service configuration files.

File: /etc/xinetd.conf
#       max_load        = 0
        cps             = 50 10
        instances       = 50
        per_source      = 10

Additional Connection Limiting Attributes

cps ⇒ Limits the rate of incoming connections. It takes two values.
The first defines the number of connections per second. If this
value is exceeded, then the service is temporarily disabled for the
number of seconds defined in the second value.

per_source ⇒ Limits the number of connections per source IP
address. This is useful to keep a single client from monopolizing
server resources.

max_load ⇒ Monitor the one minute load average (an indication of
how busy a server is), and only allow connections when the load
average is below the defined value.

Limiting New Connections to a Certain Time of Day

Using the access_times attribute, the administrator can limit access
to Xinetd controlled services based on the time of day when the
connection is established. The value is an interval specified in the
hour:min-hour:min format. For example:

File: /etc/xinetd.d/service_config
+ access_times    = 2:00-8:59 12:00-23:59
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Xinetd: Resource limits, redirection, logging

The extended Internet services daemon
• System resource limiting

rlimit_as
rlimit_cpu
nice

• Extensive logging features
log_type
log_on_success
log_on_failure

• Redirection of TCP connections
redirect

Configuration Attributes for Enforcing Resource Limits

Xinetd can set limits on the amount of memory and CPU that
launched services can consume. This can be used to protect against
potentially malicious clients, or buggy launched daemons.

rlimit_as ⇒ sets the maximum amount of address space that a
launched service can use.

rlimit_cpu ⇒ sets the maximum number of CPU seconds that a
service can use.

For example:

File: /etc/xinetd.d/telnet
 service telnet
 {
     socket_type       = stream
     wait              = no
     user              = root
     server            = /usr/etc/in.telnetd

+     rlimit_as         = 8M
+     rlimit_cpu        = 20
 }

Additionally, services can be launched with a different priority to give
higher or lower multi-tasking preference. This is configured using the
nice attribute.

Logging Features of xinetd

The Xinetd system has fine-grained logging abilities. You can specify
exactly what you would like logged, and you can log to SYSLOG or
bypass SYSLOG and log directly to files. The log_type attribute is
used to specify where to log.

Each service can log one or more of these items: the PID, the remote
HOST address, the remote USERID (obtained via the ident protocol),
the EXIT event (and status) and / or the DURATION. These values are
used with the log_on_success and log_on_failure attributes.

Redirection of TCP Connections

An often unused feature of Xinetd is the ability to redirect a TCP
connection to another host. This is sometimes used when Xinetd is
run on a multi-homed firewall. For example within the telnet service
configuration file, telnet connections can be redirected to another
host with the following line:

File: /etc/xinetd.d/service_config
+ redirect = 172.23.52.18 23

With Xinetd running on Linux, this is not often used because Netfilter
has more powerful redirection.
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TCP Wrappers

Generic Application Level Network ACL framework
• /etc/hosts.allow
• /etc/hosts.deny

Originally used to secure inetd launched services via binary
• /usr/sbin/tcpd

Many Modern network daemons link against libwrap
• sshd, vsftpd, xinetd, rpcbind

Some large network daemons forgo TCP Wrappers and implement
their own network ACL method
• Apache
• Samba

TCP Wrappers

TCP Wrappers provides another tool useful for limiting access to
services by remote IP address or addresses, hostname or domain.
Using TCP Wrappers allows services to be accessible to trusted
hosts and denied to un-trusted hosts. This gives the system
administrator some flexibility for providing services instead of only
being able to provide them to either everyone or no one.

Centralized Administration

A nice feature of TCP Wrappers is that it provides a centralized
administrative point where access to all services on the system can
be managed; TCP Wrappers works by "wrapping around" existing
applications. Before incoming network connections get passed to the
appropriate daemon, they first get processed by TCP Wrappers,
which checks two files, /etc/hosts.allow and /etc/hosts.deny, and
then either drops the connection or passes it on to the appropriate
service.

Rules in the /etc/hosts.allow file specify hosts which can connect
to specific services, while /etc/hosts.deny specifies hosts to deny
access to for listed services. /etc/hosts.allow is read first, if it
exists, then /etc/hosts.deny.

Securing Inetd

Originally TCP Wrappers was primarily used to provide network ACLs
for services launched from Inetd. To change a standard Inetd telnet
service entry in /etc/inetd.conf to use TCP Wrappers, use tcpd to
wrap the service:

File: /etc/inetd.conf
→ telnet stream tcp nowait root /usr/sbin/in.telnetda

 in.telnetd
+ telnet stream tcp nowait root /usr/sbin/tcpda

 in.telnetd

libwrap

The network ACL abilities of TCP Wrappers can be compiled into a
program via the libwrap library. This allows a service to get all the
benefits of TCP Wrappers without performing a chained launch via
tcpd (which may not even be possible).
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The /etc/hosts.allow & /etc/hosts.deny Files

/etc/hosts.allow
• If a rule matches:

access is granted to the requested service rule checking
ends

/etc/hosts.deny
• If a rule matches:

access is denied to the requested service rule checking
ends

If there are no matches in either file, access is granted
Basic Syntax
• daemon_list : client_list

Access Control Rules

When incoming connections are wrapped, the hosts.allow and
hosts.deny files are checked for a match. A match means that both
the daemon_list and client_list pair matches.

It is important to note that both files are checked top down, with
hosts.allow checked before hosts.deny. If no matches are found
then access is granted.

Within each file, more specific rules should come first, then general
rules. If this isn't done, the more specific rules will never be matched
against when a more general rule is matched before ever checking
the more specific one.

The daemon_list Syntax

The daemon_list should be one (typical) or more daemon names.
When wrapping Xinetd services, the daemon_list should be the
name of the binary used in the server attribute. If the service doesn't
have a server attribute, usually an internal or redirect service, then the
daemon_list should contain the service name.

For libwrap linked binaries, such as sshd, the daemon_list is usually
the binary name.

The client_list Syntax

The client_list is used to match the client's source IP address. This
can be specified in a variety of ways.

y An IPv4 address in the form n.n.n.n. For example, 192.0.2.4.
y An IPv4 network in the form n.n.n.n/m.m.m.m. For example

192.168.32.0/255.255.255.0. Note that CIDR notation is not
supported.
y An IPv6 address in the form [n:n:n:n:n:n:n:n]. For example

[3ffe:505:2:1::].
y An IPv6 network in the form [n:n:n:n:n:n:n:n]/m. For example

[3ffe:505:2:1::]/64.
y A partial IPv4 address terminated with a period. For example,

192.168. will match all IP addresses starting with 192.168. Note
that a single complete IP can also be used.
y A domain starting with a period. For example, .gurulabs.com.

This will match any IP that reverse resolves to a host in the
gurulabs.com domain.
y The wildcards * and ? can be used to match hostnames or IP

address.

Examples

sshd: 10.100.0.5
in.telnetd: 192.168. 10.5.2.0/255.255.255.0
in.ftpd sshd: .gurulabs.com
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/etc/hosts.{allow,deny} Shortcuts

Wildcard shortcuts
• ALL
• LOCAL
• KNOWN
• UNKNOWN
• PARANOID

Operators
• EXCEPT

Shortcuts in the /etc/hosts.allow & /etc/hosts.deny Files

To ease and shorten rule writing, TCP Wrappers defines several
wildcard short cuts that can be used. The most commonly used
wildcard is the ALL wildcard. It always matches. For example:

File: /etc/hosts.{allow,deny}
ALL: 127. [::1]
sshd: ALL

The LOCAL wildcard matches any host whose name doesn't contain a
dot. This means that hosts within your same domain would match.

Name and IP Address Matching

The KNOWN, UNKNOWN, and PARANOID wildcards are used to match
based on whether or not the IP address reverse resolves to a host
name. Be careful using these keywords, as DNS problems can cause
what would normally match to not match.

y The KNOWN wildcard will match an IP address for which a reverse
DNS lookup successfully resolves to a host name.
y The UNKNOWN wildcard will match an IP address that doesn't

reverse resolve to a host name.
y The PARANOID wildcard matches any host whose reverse and

forward name lookups are not-consistent.

The EXCEPT Operator

The EXCEPT operator is useful when you want to match nearly all
hosts in a client_list. For example, you have a kiosk machine in
your lobby and you don't want people using the kiosk machine to
make connections to wrapped services on your corporate hosts. One
possible solution would be use TCP Wrappers and have:

File: /etc/hosts.{allow,deny}
ALL: .gurulabs.com EXCEPT kiosk.gurulabs.com

Note, that this rule would have to be added to each system which
you wanted to protect.

Although the EXCEPT operator can be nested, this is strongly
discouraged.

The problem with nesting the EXCEPT operator is that such practices
very quickly lead to the creation of rules that even the original author
will have difficulty understanding. This usually means that the
configuration which caused the confusion does more or less than
what was expected, instead of doing what the author (or editor) of
the configuration intended.
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Advanced TCP Wrappers

Printing banner
• banners

Running an alternative daemon
• twist

Running a command on connection
• spawn

Default deny configuration
• ALL: ALL in /etc/hosts.deny
• Put allowed hosts in /etc/hosts.allow

At least ALL: 127. [::1]

Creating Banners with TCP Wrappers

Instead of blocking or allowing connections only, a common
technique is to display a message at the same time. This is done by
creating a banner directory, and a corresponding service file in that
directory. The banner file name should match the name of the
daemon. For example:

File: /etc/banners/vsftpd
+   Attention, this is a private host!
+   To request access, email <root@example.com>

Banners can then be added to either the /etc/hosts.allow or
/etc/hosts.deny files.

File: /etc/hosts.deny
+ vsftpd: ALL: banners /etc/banners/

Note that you can use ANSI or VT100 screen control characters as
well in banner files.

Using the twist Option

Sometimes, you may want to redirect connections into a fake server.
This can be used as part of a honeypot to catch and monitor network
attackers. For example to redirect ftp connections to a fake server:

File: /etc/hosts.allow
+ vsftpd: .badguys.com: twist exec /bin/fakeftp

Using the spawn Option

TCP Wrappers supports tokens that are replaced before a spawn is
performed. These tokens are supported:

Token Function

%a The client (server) host address

%c Client info: user@host, user@address, host name or an
address

%d The daemon process name

%h The client host name or address

%n The client host name or unknown or paranoid

%p The daemon pid

%s Server info: daemon@host, daemon@address

%u Client username obtained via the ident protocol
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This line would finger the connecting host and email the output with
a subject line containing the Client info.

File: /etc/hosts.deny
+ vsftpd: ALL: spawn (/usr/sbin/safe_finger -l @%h 2>&1 |a

/bin/mail -s "Connect from %c" admin@example.com) &
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SUSE Basic Firewall Configuration

SLES12: During Install
• Enabled/Disabled
• Several services can be allowed

Builds a stateful packet-filter firewall using Netfilter
• http://netfilter.kernelnotes.org/

Firewall configuration tool
• YaST firewall module
• SuSEfirewall2 control script

y /etc/sysconfig/SuSEfirewall2
y /etc/sysconfig/SuSEfirewall2.d/services/

• Network interfaces, IP networks mapped to three zones:
external, internal, and DMZ.

SuSEfirewall2, Netfilter, & iptables

Compared to other firewalls that only support end-host configuration,
the SUSE firewall is more sophisticated. It supports firewall
configuration where multiple network interfaces are installed.

Firewalls can be created either with SuSEfirewall2 (via the yast
firewall module) or with iptables directly. The caveat to modifying
firewall rules by hand with an iptables command is that the changes
are likely to be lost if/when SuSEfirewall2 is executed later.

By default no traffic is allowed inbound from the external network
and any desired protocols and ports must be explicitly allowed. Each
network interface on the firewall needs to be assigned to one of
three zones:

External Network ⇒ Network interface(s) facing the Internet.
Internal Network ⇒ Network interface(s) facing internal hosts that

may or may not be using RFC1918 IP addresses and require NAT.
DMZ Network ⇒ Network interface(s) containing hosts that can be

reached by hosts on the external and internal networks, but
cannot initiate connections into the internal networks.

Configuration changes made through YaST and SuSEfirewall2 are
stored in /etc/sysconfig/SuSEfirewall2 and files under
/etc/sysconfig/SuSEfirewall2.d/services/.

Examples of such a configuration could include defining ports that
will be opened for particular services or Netfilter kernel modules
required for that service.

Arguments to SuSEfirewall2 include start, stop, and status. The
default behavior is start. Run SuSEfirewall2 --help for more
information.
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FirewallD

Dynamically managed daemon
• GUI - firewall-config
• Command Line - firewall-cmd
• D-BUS interface for integration with other programs

GNOME Desktop, libvirtd, etc
Zone based design
• trusted, external, and 7 pre-defined zones
• Interfaces, services, ports and protocols can be assigned to

zones
It is possible to switch back to the traditional
/etc/sysconfig/iptables based firewall

FirewallD Features

FirewallD allows administrators and authorized programs to make
changes to the running firewall config through D-BUS messages sent
to the Python based firewalld daemon. Both graphical
(firewall-config) and command line (firewall-cmd) interfaces are
provided. FirewallD comes with many predefined services and zones
to make it easier to create complex firewall configs more easily. It
also supports a "direct" option and "rich language" rules that expose
the full functionality of the underlying Netfilter system if required.

FirewallD uses the Netfilter connection tracking for stateful rules
which pass traffic associated with established connections. Once
established, these tracked connections will continue to be allowed
even when rules are changed and/or the firewall rules reloaded. To
drop established connections (by unloading the Netfilter
nf_contrack_* kernel modules) use:

# firewall-cmd --complete-reload

Pre-Defined Zones

FirewallD expects each network interface to be added to a zone, and
this assignment will determine which firewall rules are applied to the
interface. Pre-defined zones exist for common connection types and
trust levels. XML files with descriptions of the expected use and
specific firewall rules associated with each zone are found in
/usr/lib/firewalld/zones/*.xml. Similarly, service definitions can
be found in /usr/lib/firewalld/services/*.xml. Persistent
configuration is stored under /etc/firewalld/.

firewall-cmd Syntax

The following examples show basic usage of the firewall-cmd utility
to examine the current firewall state, determine interface and service
to zone mappings, and permanently add a service to a particular
zone. The Bash completion functionality (generally invoked with the
Ð key) can be used to quickly type or explore the available options:

# firewall-cmd --state
running
# firewall-cmd --list-all-zones | grep -A1 active
external (active)
  interfaces: em1
--
trusted (active)
  interfaces: em2
# firewall-cmd --list-services --zone internal
dhcpv6-client ipp-client mdns samba-client ssh
# firewall-cmd --list-services --zone external
ssh
# firewall-cmd --permanent --add-service=http --zone=external
success
# firewall-cmd --reload
success

The Procedure for Re-enabling the Traditional Firewall

Use systemctl to mask the firewalld service and enable the
iptables and ip6tables services.
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Netfilter: Stateful Packet Filter Firewall

Part of Linux kernel Netfilter firewalling subsystem
Flexible rules system
• Filter by IP, MAC, protocol, port, user, frequency etc.

Connection tracking
• Packets may be filtered based on connection state: NEW,
ESTABLISHED, RELATED, INVALID

Userspace tools
• iptables: used to manipulate Netfilter configuration
• iptables-save: Save configuration to STDOUT
• iptables-restore: Load saved configuration from a file

The iptables Command

iptables works by having chains of rules specifying how packets
should be filtered. Packets flow down the chains, and at every rule
they can be blocked, dropped, redirected to other chains or passed
on to the next rule. Netfilter can be configured in a stateful fashion
making it possible to filter packets by connection state, which can
especially be useful when configuring a firewall safely to permit
baroque protocols like FTP. In addition, maintaining state makes it
possible for Netfilter to prevent certain kinds of denial-of-service
attacks. It also makes it possible for Netfilter to deal with fragments
more safely than earlier Linux firewalls such as ipchains.

In addition, Netfilter has very powerful selection criteria. It can match
packets at any point in their travel through the Linux network stack by
source or destination interface, TCP source or destination ports, TCP
flags, TCP options, UDP source or destination ports, ICMP types,
state, TOS bits or locally generated UID, GID, PID or SID. It even has
the ability to "mark" packets in a way that is invisible which can be
used to manipulate them later, or to impose rate limits on packets
matching any of the criteria available to Netfilter.

Similarly, once Netfilter has matched a packet, it has a wide variety of
possible behaviors it can apply to the packet, including logging,
blocking, dropping, rejecting (with arbitrary ICMP error messages),
mirroring or redirecting the packet to local ports. It can also modify
the packet in various ways, such as by source or destination NAT,
source or destination PAT, and changing TOS bits or TTLs, to name a
few. It can even hand the packets to arbitrary programs running in

userspace, where they can be further analyzed or manipulated.

Once the iptables command has been used to configure a firewall,
this can be saved using the iptables-save command:

# iptables-save > /etc/sysconfig/iptables

The iptables-restore command can then be used to load this
configuration. Any modifications made through the iptables
command(s) will be non-persistant.

[R7] The following applies to RHEL7 only:

On RHEL7, the lokkit command configures the traditional firewall.
This is provided by the iptables-services package. Additional
configuration options for systemd can be found in the
/etc/sysconfig/ip{,6}tables-config files.

# lokkit --enabled --service=ssh
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Netfilter Concepts

Tables are maintained of actions to be performed on a packet at
various stages in its travels through the network stack

Tables contain set(s) of chains
Chains contain actual rules
• General syntax:

If a packet matches X, then do Y

Netfilter Concepts

By default, three chains exist: INPUT, FORWARD, and OUTPUT.
When a packet comes into the box, the kernel looks at the packet's
destination. If the destination is local, the packet gets handed off to
the INPUT chain. If the destination is not local and the machine has
IP forwarding enabled, the packet gets handed to the FORWARD
chain. If the destination is not local and the machine does not have IP
forwarding enabled, or has forwarding enabled but cannot forward
the packet (due to routing table configurations, for example), the
packet gets dropped. All local packets originated by programs
running on the system, leave via the OUTPUT chain.

If network address translation (NAT) is being used, two additional
chains will exist: PREROUTING and POSTROUTING. If the
PREROUTING chain exists, all packets will pass through it as they
come into the box, before the kernel even decides whether to pass
them through the INPUT or FORWARD chains. This chain is where
destination network address translation can be implemented.
Similarly, if the POSTROUTING chain exists, all packets will pass
through it after they pass through the OUTPUT chain. This chain is
where source network address translation can be implemented.

In addition to the default chains, user-defined chains can be created.
Rules to apply to packets can be created within user-defined chains
the same as built-in chains. These rules can even hand off packets to
other chains, allowing Netfilter great flexibility when handling packets.

PREROUTING 
nat ,  mangle  

FORWARD 
f i l ter ,  mangle  

INPUT 
f i l ter ,  mangle  

OUTPUT 
f i l ter ,  mangle ,  nat  

POSTROUTING 
nat ,  mangle  

 

 

 
 

CHAIN 
table  

Legend  

Rout ing 
Dec is ion 

Rout ing 
Dec is ion 

ppp0 
eth0 
e th1  

ppp0 
eth0 
e th1  

Kernel Space 

User Space 

Loca l  Serv ices  and Processes  

Packet Output Packet Input 

Tables exist to organize chains: security, raw, mangle, nat (NAT is not
used in IPv6), and filter. This chart lists which chains are available in
each of the most commonly used tables:

Chain mangle nat filter

PREROUTING X X

INPUT X X X

FORWARD X X

OUTPUT X X X

POSTROUTING X X
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Using the iptables Command

Adding new rules
• Add a rule to block all traffic from host 10.1.2.3 at line 42:

# iptables -I INPUT 42 -s 10.1.2.3 -j DROP
Deleting existing rules
• Delete rule that blocks all traffic from 10.1.2.3

# iptables -D INPUT -s 10.1.2.3 -j DROP
Listing existing rules
• List all rules in all chains (or in just one specified chain):

# iptables -L chain_name
Setting chain policy
• To set the FORWARD chain's policy to DROP:

# iptables -P FORWARD DROP

Manipulating Rules

The core functions of any firewalling software revolve around creation
of the rule sets to specify behaviors to apply to specific packets.

Rules are added by using the -I or -A option with the name of a
chain to specify that a rule is being added to that chain, and then
supplying the rule to be added. This iptables command would add a
rule to the INPUT chain which limits ICMP ping requests coming in
via eth0 to one per second:

# iptables -A INPUT -p icmp --icmp-type echo-requesta
-m limit --limit 1/s -i eth0 -j ACCEPT

Both the -I and -A options can take a specific line number following
the chain name to determine the exact insertion point:

# iptables -I INPUT 43 -s 1.80.0.0/13 -j REJECT

Not including a line number with -I will result the rule being inserted
at the beginning of the chain, while -A will cause it to be appended
to the end of the chain.

In some cases an existing chain rule should be replaced without
having to redo the entire chain. The -R option is designed for exactly
this case:

# iptables -R INPUT 2 -s 10.100.0.0/24 -j ACCEPT

Note that a line number is required following the chain name as it is
the only criteria used for identifying the rule to be changed.

Rules can be deleted in two different ways, either by specifying the
exact rule to delete or by specifying the number of the rule, which
can be obtained by analysis of the output from iptables -L. For
example, if rule 37 limited incoming traffic to one ping request per
second, it could be deleted by either of these methods:

# iptables -D INPUT -p icmp --icmp-type echo-requesta
-m limit --limit 1/s -i eth0 -j ACCEPT

# iptables -D INPUT 37

Flushing all the rules

To delete all the rules in a chain use the -F (Flush) chain operator. If a
CHAIN is not specified, all rules in all chains in the specified table (the
filter table if the -t option is not used) are flushed:

# iptables -F CHAIN

Flushing rules has no effect on the default policy for built-in chains.
Thus flushing the rules will effectively implement just the policy
(ACCEPT or REJECT) of the chain(s).

Listing Rules

To list rules in chains, the basic command is (Rules in a specific chain
can be listed by specifying the chain of interest):

# iptables -L CHAIN
. . . output omitted . . . 
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Option Description

-n Do not do DNS lookups

-v Provide verbose output

-x Provide exact values (do not round)

--line-numbers Show line numbers for each rule

Built-in Chain Policies

If no rules have matched by the time Netfilter reaches to bottom of a
built-in chain, that chain's policy takes effect. The policy can be set
using the -P option to either ACCEPT or DROP:

# iptables -P CHAIN DROP
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Netfilter Rule Syntax

Zero or more Match Specifications
• Specify certain property/value pairs of a packet to match
• All or nothing

Zero or one Targets
• What should be done when traffic matches this rule?

Policy Considerations
• Default-open approach
• Default-closed approach

Match Specification

There are many options that can be used to match traffic. When
multiple switches are used on the command line, all of the conditions
listed must be satisfied in order for the rule to match. If any part does
not match, Netfilter moves on to the next rule in the chain, without
taking the action specified by the rule's target.

It is possible to "invert" a match with the use of the ! character
before the criteria that should not match.

Targets

Only when every item in the match specification (match_spec) has
successfully matched the packet being examined by Netfilter, will the
target come into play. Most of the time, rules processing will cease
after Netfilter has done with the packet as specified by the target.

When there is no criteria to match_spec then every packet is
considered a match.

Policy Considerations

There are two different ways in which policy based systems can be
built. They are referred to as the "default-open" and the
"default-closed" models.

In the default-open model, the system will examine the policy to see
if there is a reason to deny access and, if none can be found, will
grant access. Rules must be written to explicitly deny anything that
should not be allowed.

In the default-closed model, the system examines the policy to see if
there is a reason to permit access. Otherwise, access will be denied.

From a security perspective, default-open is (almost) always the
wrong choice. This is especially true when the system involved is
complex (like networking). A default-closed approach will yield better
results, is easier to build, maintain & update and is more secure.

To build default-closed Netfilter firewalls, the filter table's built-in
chains, INPUT, FORWARD and OUTPUT need their policy set to DROP.
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Targets

Most targets cause rule checking to cease when followed
• DROP
• REJECT
• ACCEPT

Some targets cause rule checking to continue after processing
• chain_name
• LOG

If no target is specified, counters for the rule are incremented and
processing continues.

The DROP Target

When a rule whose target is DROP matches a packet, Netfilter throws
the packet away without further rule checking. There is no other
action taken. No response is sent. No user-space daemon or other
program on the system will ever know the packet even existed.

One major security advantage of the DROP target's behavior is that it
minimizes the potential load that unwanted traffic can have on the
system and/or network behind the firewall.

The REJECT Target

If the DROP target were referred to as the "rude" way to block traffic,
then the REJECT target might be called the "kind" way. When a rule
whose target is REJECT matches a packet, Netfilter throws the packet
away with no further rule checking, just like with the DROP target, but
also sends an ICMP response to the REJECTed packet's sender. Just
as with DROPed packets, user-space programs will never know of the
packet's existence.

There are some potential disadvantages of using the REJECT target,
from a security perspective. The machine the firewall is running on
can become visible when traffic comes in that is REJECTed, but was
not destined for the firewall, depending on the chosen ICMP
message(s) to return. Also, if an attacker discovers that your firewall
will generate traffic in response to particular traffic that hits the
system, they could abuse that knowledge to create extra load on your
network or on another network.

The ACCEPT Target

When a rule whose target is ACCEPT matches a packet, Netfilter will
let that packet through with no further rule checking.

Remember, any traffic that matches the match_spec portion of a rule
with the ACCEPT target will not be filtered further by Netfilter. Make
sure that such rules are built so as to not allow unwanted traffic
through.

The chain_name Target

A technique for managing firewall rules is the creation of custom
chains. Custom chains can then be used as a target:

# iptables -N BlockIt
# iptables -I BlockIt -s 1.92.0.0/14 -j REJECT
# iptables -I INPUT 2 -j BlockIt

Now any packet being processed through the INPUT chain that hits
rule 2 will be processed through the BlockIt chain. If the packet
survives the BlockIt chain it will return and resume processing at
rule 3 of the INPUT chain.
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The LOG Target

When a rule whose target is LOG matches a packet, Netfilter will send
information about that packet to Syslog. Since Netfilter is a part of
the kernel, those log messages will be sent from the kernel using the
kern facility to syslogd.

Rule processing will continue with the next rule following a rule with
a matched LOG target. To log traffic before dropping it, create two
rules with the same match_spec; the first with the LOG target and the
second with the DROP target.

The only drawback to using the LOG target from a security
perspective, is that an attacker who knows or discovers that a log
message is generated when certain traffic hits the machine could use
that knowledge to cause the system to flood its syslog process,
possibly causing a DoS. Because of this, rules with the LOG target
should include rate limiting.
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Common match_specs

IP Address
• Source [-s] or destination [-d] address

Interface
• Input [-i] or output [-o] interface

Protocol
• -p

TCP, UDP & ICMP
• For these protocols, iptables can match on most header values

Matching IP Addresses

There are two match_spec options which can be used to match IP
addresses in the IP packet header. For the packet's source address
use the -s option. The -d option will match against the IP packet's
destination IP address. The address can be specified as a single
address or and an address/netmask pair using CIDR notation.

# iptables -A INPUT -s 10.100.0.3 -j DROP
# iptables -A OUTPUT -d 10.100.0.0/24 -j ACCEPT

Matching the Interface

It is good practice to only allow certain traffic through based on
which network it came from. With multi-homed firewalls (including
routers) this can be accomplished using the -i and the -o options to
match against the input & output interfaces, respectively, associated
with the packet being tested.

# iptables -A FORWARD -i eth0 -o eth1 -j ACCEPT

Matching the Protocol

The IP packet's protocol field can be tested using the -p option.
Protocols specified by name must be found in the /etc/protocols
file, as the iptables command needs to give Netfilter a number to
work with.

# iptables -A INPUT -p 57 -j DROP
# iptables -A INPUT -p egp -j DROP

For the TCP, UDP & ICMP protocols, there are several additional
options available for narrowing down exactly what traffic to match.

Matching TCP or UDP Ports

If either tcp or udp has been specified as the protocol to the -p
option, you can then use the --sport and --dport options to match
against the source or destination TCP or UDP port, respectively. The
value specified to these options can either be a single port, or a
range of ports.

# iptables -A INPUT -p tcp --dport 80 -j ACCEPT
# iptables -A INPUT -p udp --sport 1024:65535 --dport 53 a

-j ACCEPT

Matching ICMP

If icmp is the value given to the -p option, then the --icmp-type
option can be used. Despite the name of this option, the values
specified cover both the ICMP type and code.

# iptables -A INPUT -p icmp --icmp-type port-unreachable a
-j ACCEPT

To get a list of all parameters the --icmp-type option accepts, run:

# iptables -p icmp -h
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Extended Packet Matching Modules
comment
• Adds comments to any rule

connbytes
• Measures bytes transferred per connection

connlabel
• Labels connections for future actions

connlimit
• Restricts total simultaneous connections per IP address

hashlimit
• Applies rate limits to a group of connections

owner
• Limits connections on a per-user basis

Extended Packet Matching Modules

Netfilter supports extended packet matching through the loading of
external modules. These modules exist in the directory
/lib/modules/$(uname -r)/kernel/net/netfilter/.

Red Hat Enterprise Linux and SUSE Linux Enterprise Server ship with
many modules out of the box. Detailed explanations for each module
can be found in the man page iptables-extensions(8). Some of the
more commonly used modules are detailed below:

comment

Adds comments to rules.

# iptables -A INPUT -p tcp -m state --state NEWa
-m multiport --dports 25,587,993,4190a
-m comment --comment 'Email Services' -j ACCEPT

# iptables -L
Chain INPUT (policy ACCEPT)
target  prot opt source   destination
ACCEPT  tcp  --  anywhere anywhere     state NEWa

multiport dports smtp,submission,imaps,sievea
/* Email Services */

connbytes

Tracks the total number of bytes or packets transferred per
connection. One use would be to drop any high-usage connections.
This example drops any connection that has transferred more than

100MiB:

# iptables -I INPUT -m connbytes --connbytes 104857600 -j DROP

connlabel

Associates one or more labels per connection for later matching.
connlabel requires that a configuration file named
/etc/xtables/connlabel.conf exists and maps any labels defined in
the iptables rule set to an integer. Only 128 unique labels can exist at
a time.

connlimit

Restricts the number of simultaneous connections to a server per
client IP address.

In the below example, both connlabel and connlimit are used
together to Limit SSH clients to only two connections:

# echo '1 ssh-traffic' > /etc/xtables/connlabel.conf
# iptables -A INPUT -p tcp --dport 22 -m connlabela

--set --label ssh-traffic
# iptables -A INPUT -m connlabel --label ssh-traffica

-m connlimit --connlimit-above 2 -j REJECT
# ssh -fn stationX 'sleep 60'
root@station2's password: makeitso Õ
# ssh -fn stationX 'sleep 60'
root@station2's password: makeitso Õ
# ssh -fn stationX 'sleep 60'
ssh: connect to host stationX port 22: Connection refused
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hashlimit

Apply rate limits to a group of connections. As an example, limit
incoming traffic to 512KiB per second after the first 1MiB:

# iptables -A INPUT -m hashlimit --hashlimit-name examplea
--hashlimit-mode dstip --hashlimit-above 512kb/sa
--hashlimit-burst 1mb -j DROP

# scp file stationX:/tmp
root@stationX's password: makeitso Õ
file             44%   44MB 511.2KB/s   01:52 ETA

mac

Match a packet on based on its source MAC address:

# iptables -A INPUT -m mac --mac-source 52:54:00:00:00:X -j REJECT

owner

Match packets based on sending user. This is only valid in the OUTPUT
and POSTROUTING chains. One use would be to prevent a specific user
from sending traffic over a specific interface:

# iptables -A OUTPUT -o eth0 -m owner --uid-owner guru -j REJECT
# ping -c 1 10.100.0.254
PING 10.100.0.254 (10.100.0.254) 56(84) bytes of data.
64 bytes from 10.100.0.254: icmp_seq=1 ttl=64 time=0.416 ms
. . . snip . . .
# su -c 'ping -c 1 10.100.0.254' guru
PING 10.100.0.254 (10.100.0.254) 56(84) bytes of data.
From 10.100.0.1 icmp_seq=1 Destination Port Unreachable
ping: sendmsg: Operation not permitted
. . . snip . . .
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Connection Tracking
NEW
• No match in Netfilter's connection tracking state engine

ESTABLISHED
• The packet matches an ongoing communication

RELATED
• The packet is not a direct part of a tracked connection

INVALID
• The packet is bogus

Stateless vs. Stateful

Stateful packet-filtering adds the ability to consider a packet within
the context of an ongoing communication. In order to be able to
provide this capability, Netfilter must track a connection. This is
implemented in Netfilter's state module.

The state Module

In order to use the state module, it must be loaded. This has to be
done on each iptables command line that you want to use stateful
rules with. The -m option is used to load a module.

Once the state module is loaded, you can then use the --state
option to match a packet according to its Netfilter connection-tracking
state.

The ESTABLISHED State

A packet will match the ESTABLISHED state when it is part of a
communication that is being tracked by Netfilter's state module. This
is not limited to just TCP, but also works with UDP and ICMP.

# iptables -A INPUT -m state --state ESTABLISHED -j ACCEPT

The NEW State

A packet will match the NEW state when it is not part of a
communication already being tracked by Netfilter's state module.

# iptables -A INPUT -p tcp --dport 80 -m state --state NEW a
-j ACCEPT

The RELATED State

A packet will match the RELATED state when it was generated in
relation to some other communication (which is being tracked), but is
not actually part of that communication. The best example is an ICMP
packet generated in response to TCP or UDP traffic.

# iptables -A INPUT -m state --state RELATED -j ACCEPT

The INVALID State

Packets that do not match another state, match the INVALID state.

# iptables -A INPUT -m state --state INVALID -j REJECT
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Lab 1
Estimated Time:
S12: 80 minutes

R7: 85 minutes
Task 1: Securing xinetd Services

Page: 1-25 Time: 10 minutes
Requirements: b (1 station)

Task 2: Enforcing Security Policy with xinetd
Page: 1-29 Time: 10 minutes
Requirements: b (1 station)

Task 3: Securing Services with TCP Wrappers
Page: 1-32 Time: 10 minutes
Requirements: bb (2 stations)

Task 4: Securing Services with SuSEfirewall2 [S12]
Page: 1-36 Time: 15 minutes
Requirements: bb (2 stations) c (classroom server)

Task 5: Securing Services with Netfilter
Page: 1-40 Time: 15 minutes
Requirements: bb (2 stations) c (classroom server)

Task 6: FirewallD [R7]
Page: 1-46 Time: 20 minutes
Requirements: b (1 station) d (graphical environment)

Task 7: Troubleshooting Practice
Page: 1-53 Time: 20 minutes
Requirements: b (1 station)
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Objectives
y Discover what services are running and listening for connections.
y Configure xinetd to provide a variety of limits for connecting to services.

Requirements
b (1 station)

Relevance
Identifying and securing running services is crucial in today's hostile
network environments. xinetd provides several powerful features for
securing the services it provides.

Lab 1

Task 1
Securing xinetd Services
Estimated Time: 10 minutes

The following actions require administrative privileges. Switch to a root login1)
shell:

$ su -
Password: makeitso Õ

Determine which services are currently configured to run:2)

# systemctl -lt service --no-pager
. . . output omitted . . . 

When examining a list of services such as this one, there are some questions that
should always be asked about each one: What is the purpose of the service? Is it
really necessary for this machine?

List the services bound to UDP ports using one of the following commands:3)

# netstat -ulp
# lsof -i UDP
# ss -uap
. . . output omitted . . . 

Note: all three commands may not be installed on your system.
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List the services listening on TCP ports using one of the following commands:4)

# netstat -tlp
# lsof -i TCP
# ss -tlp

Install the in.telnetd server and client for use in the remaining steps:5)

# yum install -y telnet-server telnet[R7]

. . . output omitted . . .[R7]

# zypper install -y telnet-server telnet[S12]

. . . output omitted . . . [S12]

On RHEL7, if telnet-server is already installed, verify it is not started or enabled
with systemctl status telnet.

[R7] This step should only be performed on RHEL7.6)
Create an /etc/xinetd.d/telnet service file, and set the service to be enabled
on Xinetd reload/restart:

File: /etc/xinetd.d/telnet
+ service telnet
+ {
+   disable         = no
+   flags           = REUSE
+   socket_type     = stream
+   wait            = no
+   user            = root
+   server          = /usr/sbin/in.telnetd
+   log_on_failure  += USERID
+ }

Enable telnet for use in testing:7)

# chkconfig telnet on[S12]

# systemctl restart xinetd
# systemctl status xinetd
. . . snip . . .
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To more tightly secure the telnet service, modify the /etc/xinetd.d/telnet8)
service configuration file:

File: /etc/xinetd.d/telnet
 service telnet
 {
 . . . snip . . .

+      log_on_success  += DURATION
+      instances       = 5
+      per_source      = 1
+      banner          = /etc/go-away.banner
 }

Create a new banner file with this content:9)

File: /etc/go-away.banner
+ This is a secured system. Unauthorized access is prohibited.
+ All access is logged.

Cause xinetd to re-read its configuration files and check the log for indications of10)
errors:

# systemctl reload xinetd
Prior to systemd the messages file would have been
checked: tail /var/log/messages | grep xinetd

# systemctl status xinetd
. . . snip . . .
Feb 10 12:42:04 stationX xinetd[7712]: readjusting service telnet
Feb 10 12:42:04 stationX xinetd[7712]: Reconfigured: new=0 old=1 dropped=0 (services)

Test the new telnet configuration by attempting to open two simultaneous11)
telnet connections:

# telnet localhost
Trying ::1...
Connected to localhost.
Escape character is 'ˆ]'.
This is a secured system. Unauthorized access is prohibited.
All access is logged.
. . . snip . . .
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login: guru
Password: work Õ
Last login: Tue Dec 16 12:59:06 on tty6
$ Ó¿]
telnet> zÕ

[1]+  Stopped                 telnet localhost
# telnet localhost
Trying ::1...
Connected to localhost.
Escape character is 'ˆ]'.
This is a secured system. Unauthorized access is prohibited.
All access is logged.

xinetd blocks the connection due to the configured
per_source limit.

Connection closed by foreign host.
# fg
telnet localhost
Ó¿d
Connection closed by foreign host.

Examine the log for evidence of the telnet connection being denied:12)

# journalctl -n -u xinetd --no-pager
. . . snip . . .
Feb 10 12:55:34 stationX xinetd[7712]: START: telnet from=127.0.0.1
Feb 10 12:55:40 stationX login[7890]: pam_unix(remote:session): session opened for user guru
Feb 10 12:56:53 stationX xinetd[7712]: FAIL: telnet per_source_limit from=127.0.0.1
Feb 10 12:57:05 stationX xinetd[7712]: EXIT: telnet status=1 duration=91(sec)
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Objectives
y Configure a sensor (using xinetd) to log connection attempts.

Requirements
b (1 station)

Relevance
Once a security policy - such as "no telnet" - has been established, it is
important to have some mechanism to detect violations of the policy and
report them to the administrator.

Lab 1

Task 2
Enforcing Security Policy
with xinetd
Estimated Time: 10 minutes

Create a new xinetd service configuration file with this content:1)

File: /etc/xinetd.d/notelnet
+ service notelnet
+ {
+      disable     = no
+      type        = INTERNAL
+      flags       = SENSOR
+      protocol    = tcp
+      port        = 23
+      socket_type = stream
+      wait        = no
+      user        = root
+      log_type    = SYSLOG authpriv
+      banner      = /etc/notelnet-violation.banner
+ }

Create a new banner file, with this content:2)

File: /etc/notelnet-violation.banner
+ Remember the new security policy!
+ *telnet* is no longer acceptable.
+ Your IP address has been logged.
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Modify the /etc/services file so that the line for the telnet protocol contains an3)
alias for the new service name. The new line should read:

File: /etc/services
- telnet      23/tcp
+ telnet      23/tcp   notelnet  # Telnet

[R7] This step should only be performed on RHEL7.4)
Configure xinetd to no longer use telnet service:

File: /etc/xinetd.d/telnet
-   disable         = no
+   disable         = yes

[S12] This step should only be performed on SLES12.5)
Configure xinetd to no longer use telnet service:

# chkconfig telnet off

Make sure xinetd is using the new notelnet service and check the logs for signs6)
of problems (correct as necessary):

# systemctl reload xinetd
# journalctl -n -u xinetd | grep deactivated
Feb 10 13:28:00 stationX xinetd[7712]: service telnet deactivated

Examine the log output carefully for any errors, and correct your service definition
if needed.

Test the new service by trying to connect via telnet:7)
banner is displayed, logs the attempt, and locks out
that address for 10 minutes.

# telnet localhost
Trying ::1...
Connected to localhost.
Escape character is 'ˆ]'.
Remember the new security policy!
*telnet* is no longer acceptable.
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Your IP address has been logged.
Connection closed by foreign host.

Look at the log for information about the connection activity:8)

# journalctl -n -u xinetd | grep FAIL
Feb 10 13:35:52 stationX.example.com xinetd[7712]: FAIL: notelnet address from=::1[R7]

Feb 10 13:35:52 stationX xinetd[7712]: FAIL: notelnet address from=127.0.0.1[S12]

Cleanup

Clean up the xinetd services so that future lab exercises will operate correctly:9)

# sed -i '/disable/ s/no/yes/' /etc/xinetd.d/{no,}telnet
# systemctl reload xinetd

Modify the /etc/services file so that the line for the telnet protocol no longer10)
contains the alias for the notelnet service:

File: /etc/services
- telnet      23/tcp   notelnet  # Telnet
+ telnet      23/tcp
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Objectives
y Use TCP Wrappers to secure various services.

Requirements
bb (2 stations)

Relevance
A frequent security need is the ability to prevent connections to services
from specific IP addresses. The TCP Wrapper framework provides a
centralized place to enforce these IP address based connection
restrictions.

Lab 1

Task 3
Securing Services with TCP
Wrappers
Estimated Time: 10 minutes

Install the vsftpd package:1)

# yum install -y lftp vsftpd[R7]

# zypper install -y lftp vsftpd[S12]

. . . output omitted . . . 

Create a backup of the hosts.allow and hosts.deny files for easy clean up at the2)
end of the lab:

# cp -a /etc/hosts.{allow,deny} /tmp

Configure TCP wrappers to explicitly permit certain service/IP pairs:3)

File: /etc/hosts.allow
+ ALL: 127. [::1] 10.100.0.254
+ sshd: 10.100.0.Y
+ vsftpd: 10.100.0.0/255.255.255.0 EXCEPT 10.100.0.Y

Normally you would permit the local IP address of the system to all services as
well (adding it to the first line). It is left off only to facilitate testing within the lab.

Configure TCP wrappers to deny all connections not matching a rule in the4)
hosts.allow file. Any existing entries or comments can be left in place. Append
ALL: ALL to the bottom of the file:

File: /etc/hosts.deny
+ ALL: ALL
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Since vsftpd is not started by default, start it now:5)

# systemctl start vsftpd[R7]

# chkconfig vsftpd on[S12]

# sed -i '/ˆlisten/ s/YES/NO/' /etc/vsftpd.conf[S12]

Enable telnet, which is wrapped via Xinetd:6)

# sed -i '/disable/ s/yes/no/' /etc/xinetd.d/telnet
# systemctl reload xinetd

Verify you can connect to the SSH and telnet services via loopback, but not your7)
assigned IP:

# ssh guru@localhost
The authenticity of host 'localhost (::1)' can't be established.
ECDSA key fingerprint is 36:fe:89:5a:d4:57:da:3d:29:9d:6b:d4:27:65:fd:3e.
Are you sure you want to continue connecting (yes/no)? yes
Warning: Permanently added 'localhost' (ECDSA) to the list of known hosts.
guru@localhost's password: work Õ

Connection is established.. . . snip . . .
$ exit
logout
Connection to localhost closed.
# telnet localhost
Trying ::1...
Connected to localhost.
Escape character is 'ˆ]'.
This is a secured system, unauthorized access is prohibited.
All access is logged.

Connection is establishedstationX login: Ó¿]
telnet> close
Connection closed.

# ssh guru@10.100.0.X
Connection is deniedssh_exchange_identification: Connection closed by remote host

# telnet 10.100.0.X
Trying 10.100.0.X...
Connected to 10.100.0.X.
Escape character is 'ˆ]'.
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This is a secured system, unauthorized access is prohibited.
All access is logged.

Connection is deniedConnection closed by foreign host.

Verify you can connect to the FTP service via both loopback and your assigned IP:8)

# lftp -e 'ls;quit' -u guru,work localhost
Connection is establisheddrwxr-xr-x    2 1000     1000           28 Dec 20 01:27 Desktop

. . . snip . . .
# lftp -e 'ls;quit' -u guru,work 10.100.0.X

Connection is establisheddrwxr-xr-x    2 1000     1000           28 Dec 20 01:27 Desktop
. . . snip . . .

Examine the log files for evidence of connection attempts:9)

# journalctl -n 20 -u xinetd --no-pager
. . . snip . . .
Feb 11 11:10:09 station1.example.com xinetd[7221]: FAIL: telnet address from=::ffff:10.100.0.1[R7]

Feb 11 11:11:22 stationX xinetd[13314]: libwrap refused connection to telnet (libwrap=in.telnetd) from 10.100.0.X[S12]

Feb 11 11:11:22 stationX xinetd[13314]: FAIL: telnet libwrap from=10.100.0.X[S12]

Feb 11 11:11:22 stationX xinetd[7712]: EXIT: telnet status=0 duration=0(sec)[S12]

Feb 11 11:11:30 stationX xinetd[7712]: START: ftp from=10.100.0.X[S12]

Feb 11 11:11:30 stationX vsftpd[13319]: [guru] OK LOGIN: Client "10.100.0.X"[S12]

Feb 11 11:11:30 stationX xinetd[7712]: EXIT: ftp status=2 duration=0(sec)[S12]

If you are working with a lab partner, wait for them to reach this point before10)
continuing.

Verify that you can connect to the SSH service of your designated lab partner's11)
system:

# ssh guru@10.100.0.Y
The authenticity of host 'stationY (10.100.0.Y)' can't be established.
ECDSA key fingerprint is 1f:63:ea:ed:07:bf:82:09:79:99:08:57:e9:79:d0:28.
Are you sure you want to continue connecting (yes/no)? yes
Warning: Permanently added 'stationY,10.100.0.Y' (ECDSA) to the list of known hosts.
guru@10.100.0.Y's password: work Õ

Connection is established$ exit
logout
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Connection to 10.100.0.Y closed.

Attempt to connect to your lab partner's FTP and telnet service (expecting to be12)
denied):

# lftp -e 'ls;quit' -u guru,work 10.100.0.Y
Connection is denied`ls' at 0 [421 Service not available.]

Ó¿c
# telnet 10.100.0.Y
Trying 10.100.0.Y...
Connected to stationY.
Escape character is 'ˆ]'.

The Xinetd banner is also printed.This is a secured system, unauthorized access is prohibited.
All access is logged.

Denied for the stationX IP address and permitted for
others on the subnet.

Connection closed by foreign host.

Optional: Examine log files again looking for evidence of the denial messages13)
associated with your lab partner's attempts to connect to your services.

Cleanup

Clean up the TCP Wrappers rules to prevent conflicts with future lab exercises:14)

# \cp -a /tmp/hosts.{allow,deny} /etc/

Clean up telnet and ftp services so that future lab exercises will operate15)
correctly:

# sed -i '/disable/ s/no/yes/' /etc/xinetd.d/telnet
# systemctl disable vsftpd[R7]

# systemctl stop vsftpd[R7]

# sed -i '/disable/ s/no/yes/' /etc/xinetd.d/vsftpd[S12]

# systemctl reload xinetd
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Objectives
y Use the SuSEfirewall2 script.

Requirements
bb (2 stations) c (classroom server)

Relevance
The SuSEfirewall2 script can be used to provide fairly flexible firewall
configurations for SUSE Linux Enterprise systems. It is used by YaST
during installation (unless the firewall is disabled).

Lab 1

Task 4
Securing Services with
SuSEfirewall2 [S12]
Estimated Time: 15 minutes

Remove any pre-configured firewall:1)

# SuSEfirewall2 stop
SuSEfirewall2: batch committing...
SuSEfirewall2: Firewall rules unloaded.
# iptables -L
Chain INPUT (policy ACCEPT)
target       prot opt source             destination

Chain FORWARD (policy ACCEPT)
target       prot opt source             destination

Chain OUTPUT (policy ACCEPT)
target       prot opt source             destination

Wait for your lab partner to reach this point before continuing with this step.2)
Use ping to verify that the firewall is disabled:

# ping -c 2 stationY
PING stationY.example.com (10.100.0.Y) 56(84) bytes of data.
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=1 ttl=64 time=0.444 ms
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=2 ttl=64 time=0.395 ms

--- stationY.example.com ping statistics ---
2 packets transmitted, 2 received, 0% packet loss, time 4028ms
t min/avg/max/mdev = 0.195/0.342/0.444/0.105 ms
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Modify the FW_DEV_EXT line in the /etc/sysconfig/SuSEfirewall2 file so that it3)
reads:

File: /etc/sysconfig/SuSEfirewall2
- FW_DEV_EXT=""
+ FW_DEV_EXT="any"

Start the SuSEfirewall2 firewall:4)

# SuSEfirewall2 start
SuSEfirewall2: Setting up rules from /etc/sysconfig/SuSEfirewall2 ...
SuSEfirewall2: using default zone 'ext' for interface eth0
SuSEfirewall2: Firewall rules successfully set

Before continuing, ensure both systems have completed the above steps.5)

By default, SuSEfirewall2 allows ICMP packets but rejects all other traffic:6)

# ping -c 2 stationY
PING stationY.example.com (10.100.0.Y) 56(84) bytes of data.
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=1 ttl=64 time=0.211 ms
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=2 ttl=64 time=0.292 ms

--- stationY.example.com ping statistics ---
2 packets transmitted, 2 received, 0% packet loss, time 3024ms
rtt min/avg/max/mdev = 0.211/0.252/0.292/0.041 ms
# ssh root@stationY
ssh: connect to host stationY port 22: Connection timed out

Disable ICMP echo traffic and enable ssh traffic by editing these lines in the7)
/etc/sysconfig/SuSEfirewall2 file:

File: /etc/sysconfig/SuSEfirewall2
→ FW_SERVICES_EXT_TCP="ssh"
- FW_ALLOW_PING_FW="yes"
+ FW_ALLOW_PING_FW="no"
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Restart SuSEfirewall2:8)

# SuSEfirewall2 stop
. . . snip . . .
SuSEfirewall2: Firewall rules unloaded.
# SuSEfirewall2 start
. . . snip . . .
SuSEfirewall2: Firewall rules successfully set

Test the new firewall configuration to ensure that ping fails and SSH works:9)

# ping -c 2 stationY
PING stationY.example.com (10.100.0.Y) 56(84) bytes of data.
--- stationY.example.com ping statistics ---
2 packets transmitted, 0 received, 100% packet loss, time 3012ms
# ssh stationY
root@stationY's password: makeitso Õ
Last login: Tue Jan 6 09:04:12 2004 from stationX.example.com
stationY:~ # Ó¿d
logout
Connection to stationY closed.

Make the firewall rules persistent across reboots:10)

# systemctl enable SuSEfirewall2
# systemctl enable SuSEfirewall2_init

Reboot the system:11)

# systemctl reboot
. . . output omitted . . . 

Log in to the system as the guru user.

The following actions require administrative privileges. Switch to a root login12)
shell:

$ su -
Password: makeitso Õ
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Verify that the rules are still in place:13)

# iptables -nv -L --line-numbers
. . . output omitted . . . 

Clean Up

Prevent SuSEfirewall2 from interfering with future labs:14)

# SuSEfirewall2 stop
SuSEfirewall2: Firewall rules unloaded.
# systemctl disable SuSEfirewall2
# systemctl disable SuSEfirewall2_init
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Objectives
y Use Netfilter stateful packet filtering to protect the system.

Requirements
bb (2 stations) c (classroom server)

Relevance
Netfilter provides a powerful packet manipulation framework that can be
used to protect networked services. Today's hostile network environments
basically necessitate packet filtering, and Netfilter's stateful rules allow
even simple configurations to provide impressive security.

Lab 1

Task 5
Securing Services with
Netfilter
Estimated Time: 15 minutes

[R7] This step should only be performed on RHEL7.1)
Install telnet, and the iptables-services package, as it will be used later.

# yum install -y telnet iptables-services
. . . output omitted . . . 

[R7] This step should only be performed on RHEL7.2)
Remove any pre-configured firewall:

# systemctl disable iptables
# systemctl stop iptables
# systemctl disable firewalld
# systemctl stop firewalld

Change the chain policies for all chains in the filter table to DROP:3)

# iptables -P INPUT DROP
# iptables -P FORWARD DROP
# iptables -P OUTPUT DROP

Clear out any rules that may already be present in Netfilter:4)

# iptables -F
# iptables -t nat -F
# iptables -t mangle -F
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Try connecting to server1 via telnet:5)
Hangs because the outbound packet is discarded due to
the OUTPUT chain's DROP policy.

# telnet 10.100.0.254
Trying 10.100.0.254...
Ó¿c

Try pinging the loopback address in an attempt to identify the networking6)
problem:

# ping -c 3 localhost
PING localhost (127.0.0.1) from 10.100.0.X : 56(84) bytes of data.
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted

--- localhost ping statistics ---
3 packets transmitted, 0 received, 100% loss, time 11999ms

Always allow all traffic on the loopback interface:7)
Many local services use loopback to communicate and
break without these rules.

# iptables -A INPUT -i lo -j ACCEPT
# iptables -A OUTPUT -o lo -j ACCEPT

Add rules to allow connection tracked traffic (i.e. stateful rules) to be accepted:8)

# iptables -A INPUT ! -p icmp -m state --state ESTABLISHED,RELATED -j ACCEPT
# iptables -A OUTPUT -m state --state ESTABLISHED,RELATED -j ACCEPT

Add a rule to allow this host to send ICMP echo-request messages (so that the9)
ping command will work):

# iptables -A INPUT -p icmp --icmp-type echo-reply -j ACCEPT
# iptables -A OUTPUT -p icmp --icmp-type echo-request -m state --state NEW -j ACCEPT

Ping server1, to test the new rules:10)

# ping -c 1 10.100.0.254
PING 10.100.0.254 (10.100.0.254) from 10.100.0.X : 56(84) bytes of data.
64 bytes from 10.100.0.254: icmp_seq=1 ttl=64 time=0.211 ms
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--- 10.100.0.254 ping statistics ---
1 packets transmitted, 1 received, 0% packet loss, time 0ms
rtt min/avg/max/mdev = 0.179/0.179/0.179/0.000 ms

Add a rule to allow this system to initiate telnet sessions:11)

# iptables -A OUTPUT -p tcp --sport 1024: --dport telnet -m state --state NEW -j ACCEPT

Try to use telnet to connect to server1 by IP address:12)

# telnet 10.100.0.254
Trying 10.100.0.254...
Connected to 10.100.0.254.

If accessing the lab machine remotely, some control
combinations may not be available. If Send Keystrokes
doesn't have the key combination, Ó¿5 is the
equivalent key combination when accessing the lab
machine remotely.

Escape character is 'ˆ]'.

Kernel 3.10.0-123.6.3.el7.x86_64 on an x86_64
server1 login: Ó¿]
telnet> close
Connection closed.

Try to use telnet to connect to server1 by hostname:13)
There will be a delay while the DNS lookup times out,
then the error message appears.

# telnet server1
telnet: server1: Name or service not known
server1: Host name lookup failure[R7]

Insert rules to allow this system to perform DNS lookups:14)

# iptables -I OUTPUT 4 -p udp --sport 1024: --dport 53 -m state --state NEW -j ACCEPT
# iptables -I OUTPUT 5 -p tcp --sport 1024: --dport 53 -m state --state NEW -j ACCEPT

Try to use telnet to connect to server1 by hostname:15)

# telnet server1
Trying 10.100.0.254...
Connected to server1.
Escape character is 'ˆ]'.

Kernel 3.10.0-123.6.3.el7.x86_64 on an x86_64
server1 login: Ó¿]
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telnet> close
Connection closed.

Wait for your lab partner to reach this point before continuing with this step.16)
Try to ping your lab partner's system:

# ping stationY
PING stationY.example.com (10.100.0.Y) from 10.100.0.X : 56(84) bytes of data.

This fails because there is no rule in the target's
Netfilter configuration to allow incoming echo request
packets

. . . snip . . .
Ó¿c

Allow echo requests of a reasonable size (the default is 56 bytes), but don't allow17)
large flood pings:

# iptables -A INPUT -p icmp --icmp-type echo-request -m length --length 129: -j DROP

Add rules to log and allow inbound ICMP echo request packets with rate limits (to18)
help minimize the impact of DoS attacks):

# iptables -A INPUT -p icmp --icmp-type echo-request -m limit --limit 3/m --limit-burst 1 -j LOG
# iptables -A INPUT -p icmp --icmp-type echo-request -m limit --limit 1/s -j ACCEPT

Wait for your lab partner to reach this point before continuing.19)
Test the new rule using by using ping to send icmp echo-requests every 5
thousandths of a second to the remote station:

# ping -i .005 stationY
PING stationY.example.com (10.100.0.Y) from 10.100.0.X : 56(84) bytes of data.
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=1 ttl=64 time=0.142 ms
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=2 ttl=64 time=0.112 ms
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=3 ttl=64 time=0.102 ms
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=4 ttl=64 time=0.101 ms
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=5 ttl=64 time=0.102 ms
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=55 ttl=64 time=0.117 ms
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=106 ttl=64 time=0.133 ms
. . . snip . . .
Ó¿c
--- stationY.example.com ping statistics ---
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172 packets transmitted, 8 received, 95% loss, time 3281ms
rtt min/avg/max/mdev = 0.101/0.117/0.142/0.018 ms

The default burst setting for the limit module is 5, so the first five make it through
even though they arrive at such a fast rate. The remaining packets trigger the limit
and only one per second is permitted in.

Ping your lab partner's system, then again with a large packet size:20)

# ping -c 1 stationY
PING stationY.example.com (10.100.0.Y) 56(84) bytes of data.
64 bytes from stationY.example.com (10.100.0.Y): icmp_seq=1 ttl=64 time=0.444 ms
--- stationY.example.com ping statistics ---
1 packets transmitted, 1 received, 0% packet loss, time 2038ms
t min/avg/max/mdev = 0.085/0.212/0.224/0.045 ms

This fails because the ping packet is greater than the
allowed incoming echo packet size

# ping -s 500 -c 1 stationY
PING stationY.example.com (10.100.0.Y 508(528) bytes of data.

--- stationY.example.com ping statistics --
1 packets transmitted, 0 received, 100% packet loss, time 10000ms

Examine the log messages generated by the rule with the LOG target:21)

# journalctl -k -n --no-pager
. . . snip . . .
Feb 11 16:40:16 stationX kernel: IN=eth0 OUT= MAC=52:54:00:44:00:X:52:54:00:44:00:Y:08:00a
   SRC=10.100.0.Y DST=10.100.0.X LEN=84 TOS=0x00 PREC=0x00 TTL=64 ID=31155 DF PROTO=ICMPa
   TYPE=8 CODE=0 ID=24193 SEQ=1

Due to the limit and limit-burst settings, log events are rate limited to a
maximum of 3 log events/minute with no burst.

Add a rule to allow incoming SSH connections:22)

# iptables -A INPUT -s 10.100.0.0/24 -p tcp --dport 22 -m state --state NEW -j ACCEPT

Find the rule which allows this system to initiate telnet connections:23)

# iptables -nv -L OUTPUT --line-numbers | grep 'dpt:23'
6  18  5728  ACCEPT  tcp  --  *  *  0.0.0.0/0  0.0.0.0/0  tcp spt:1024:65535 dpt:23
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Replace the rule that allows this system to connect using telnet, with one that24)
permits SSH:

Rule number must match the one found in Step 23.# iptables -D OUTPUT 6
# iptables -I OUTPUT 6 -p tcp --sport 1024: --dport 22 -m state --state NEW -j ACCEPT

Make these firewalling rules persistent across reboots:25)

# if test -f /etc/sysconfig/iptables
> then mv /etc/sysconfig/iptables /etc/sysconfig/iptables.save
> fi
# iptables-save > /etc/sysconfig/iptables
# systemctl enable iptables[R7]

# echo 'iptables-restore < /etc/sysconfig/iptables' >> /etc/rc.d/after.local[S12]

Reboot to demonstrate that the rules are restored:26)

# systemctl reboot
. . . output omitted . . . 

As root, check the Netfilter rules:27)

# iptables -nvL
. . . output omitted . . . 

Cleanup

Clean up to prevent Netfilter from interfering with future labs:28)

# for i in INPUT OUTPUT FORWARD; do iptables -P $i ACCEPT; done
# iptables -F
# systemctl disable iptables[R7]

# if test -f /etc/sysconfig/iptables.save[R7]

> then; mv /etc/sysconfig/iptables.save /etc/sysconfig/iptables[R7]

> fi[R7]

# sed -i '/iptables-restore/d' /etc/rc.d/after.local[S12]
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Objectives
y Enable and configure FirewallD
y Prove that tracked connections persist even on FirewallD reload

Requirements
b (1 station) d (graphical environment)

Relevance
The new FirewallD provides a dynamically editable stateful firewall with
multiple predefined zones. It is the new best practice for simple firewall
deployment.

Lab 1

Task 6
FirewallD [R7]
Estimated Time: 20 minutes

The following actions require administrative privileges. Switch to a root login1)
shell:

$ su -
Password: makeitso Õ

Install NCat:2)

# yum install -y nc

Create a new namespace to contain an interface and service that are external to3)
the normal network stack and firewall. This will allow testing of the firewall rules
without involving another system:

# ip netns add ns2
# ip netns list
ns2

View the existing network links and add a new virtual Ethernet link pair:4)

# ip link list
    1: lo: <LOOPBACK,UP,LOWER_UP> mtu 65536 qdisc noqueue state UNKNOWN mode DEFAULT
    link/loopback 00:00:00:00:00:00 brd 00:00:00:00:00:00
    2: eth0: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc pfifo_fast state UP mode DEFAULT qlen 1000
    link/ether 52:54:00:02:00:05 brd ff:ff:ff:ff:ff:ff
# ip link add type veth
# ip link list
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1: lo: <LOOPBACK,UP,LOWER_UP> mtu 65536 qdisc noqueue state UNKNOWN mode DEFAULT
    link/loopback 00:00:00:00:00:00 brd 00:00:00:00:00:00
2: eth0: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc pfifo_fast state UP mode DEFAULT qlen 1000
    link/ether 52:54:00:02:00:05 brd ff:ff:ff:ff:ff:ff
3: veth0: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc pfifo_fast state UP mode DEFAULT qlen 1000
    link/ether 8e:6a:f2:ef:84:c8 brd ff:ff:ff:ff:ff:ff
4: veth1: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc pfifo_fast state UP mode DEFAULT qlen 1000
    link/ether 5a:ad:ab:ad:0e:f1 brd ff:ff:ff:ff:ff:ff

Move the second of the virtual Ethernet interfaces into the alternate namespace:5)

# ip link set dev veth1 netns ns2
# ip link list veth1

The interface is no longer visible within the default
namespace.

Device "veth1" does not exist.
# ip netns exec ns2 ip link list
1: lo: <LOOPBACK> mtu 65536 qdisc noop state DOWN mode DEFAULT
link/loopback 00:00:00:00:00:00 brd 00:00:00:00:00:00
4: veth1: <BROADCAST,MULTICAST> mtu 1500 qdisc noop state DOWN mode DEFAULT qlen 1000
link/ether 5a:ad:ab:ad:0e:f1 brd ff:ff:ff:ff:ff:ff

Bring up both virtual Ethernet links:6)

# ip link set dev veth0 up
# ip netns exec ns2 ip link set dev veth1 up
# ip link list dev veth0
5: veth0: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc pfifo_fast state UP mode DEFAULT qlen 1000
    link/ether ca:a6:f8:f8:e4:e9 brd ff:ff:ff:ff:ff:ff

Since veth interfaces act as a pair, it is not possible for one to show a status of UP
if the other is not up. Therefore it was not necessary to check the state of the
veth1 interface as long as veth0 shows state UP.

Assign layer 3 addresses and verify that pings to the address in the other7)
namespace are successful:

# ip address add 192.168.0.1/24 dev veth0
# ip netns exec ns2 ip address add 192.168.0.2/24 dev veth1
# ping -c1 192.168.0.2
PING 192.168.0.2 (192.168.0.2) 56(84) bytes of data.
64 bytes from 192.168.0.2: icmp_seq=1 ttl=64 time=0.041 ms
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--- 192.168.0.2 ping statistics ---
1 packets transmitted, 1 received, 0% packet loss, time 0ms
rtt min/avg/max/mdev = 0.041/0.041/0.041/0.000 ms

Start the FirewallD service:8)

# systemctl status firewalld
firewalld.service - firewalld - dynamic firewall daemon
   Loaded: loaded (/usr/lib/systemd/system/firewalld.service; disabled)
   Active: inactive (dead)
# firewall-cmd --state
not running
# systemctl start firewalld
# firewall-cmd --state
running

Examine the current state of the firewall, listing what zones exist, and which are9)
active:

# firewall-cmd --get-zones
block dmz drop external home internal public trusted work
# firewall-cmd --list-all

Only public zone is active.public (default, active)
Only this interface is part of the zone.  interfaces: eth0

  sources:
  services: dhcpv6-client ssh
  ports:
  masquerade: no
  forward-ports:
  icmp-blocks:
  rich rules:

Permanently add the veth0 interface to the external zone:10)

# firewall-cmd --permanent --add-interface=veth0 --zone external
success
# firewall-cmd --get-active-zones
public
  interfaces: eth0
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The veth0 interface (and external zone) do not show up yet because they are not
active until a reload is performed.

Examine the XML file where the change made in the previous step is stored:11)

# cat /etc/firewalld/zones/external.xml
<?xml version="1.0" encoding="utf-8"?>
<zone>
  <short>External</short>
  <description>For use on external networks. You do not trust the other computers on networks to nota
   harm your computer. Only selected incoming connections are accepted.</description>
  <interface name="veth0"/>
  <service name="ssh"/>
  <masquerade/>
</zone>

Activate the change by reloading and then verify:12)

# firewall-cmd --reload
success
# firewall-cmd --get-active-zones
external
  interfaces: veth0
public
  interfaces: eth0

Using NCat create a simple service listening on port 80:13)

# while true; do echo "Connected" | nc -l 192.168.0.1 80; done

Leave this running in the foreground of this terminal until the cleanup at the end
of the lab task.

Open a new terminal or tab and become root. The commands for the next14)
several steps will be run in this new terminal.

List the Netfilter firewall chains and rules created by FirewallD for the current15)
firewall:
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# iptables -L
. . . output omitted . . . 

Open an interactive shell running in the alternate network namespace and16)
examine the environment:

# ip netns exec ns2 bash
. . . output omitted (A new shell is launched that is within the ns2 namespace) . . .

Prepend a label to the prompt to avoid confusion about
what namespace the shell is in.

# PS1="ns2 $PS1"
ns2# iptables -L
. . . output omitted (No firewall rules exist within the ns2 namespace.) . . .
ns2# ip link list
1: lo: <LOOPBACK> mtu 65536 qdisc noop state DOWN mode DEFAULT
    link/loopback 00:00:00:00:00:00 brd 00:00:00:00:00:00
6: veth1: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc pfifo_fast state UP mode DEFAULT qlen 1000
    link/ether 5e:08:11:21:e5:02 brd ff:ff:ff:ff:ff:ff

Try to connect to the service on port 80 and verify that the firewall is blocking the17)
connection:

ns2# nc 192.168.0.1 80
This error is a generic one produced by NCat and is
misleading since a route does exist (as seen in the
following command's output

Ncat: Network is unreachable.
ns2# ip route list
192.168.0.0/24 dev veth1  proto kernel  scope link  src 192.168.0.2

Capture traffic to view the actual ICMP denial message
sent by the firewall.

ns2# tshark -i veth1 icmp &
[1] 13934
# Running as user "root" and group "root". This could be dangerous.
Capturing on 'veth1'
tshark -i veth1 icmp
Õ
ns2# nc 192.168.0.1 80
  1   0.000000  192.168.0.1 -> 192.168.0.2  ICMP 102 Destination unreachable (Host administratively prohibited)
  1 Ncat: No route to host.
  2   1.000795  192.168.0.1 -> 192.168.0.2  ICMP 102 Destination unreachable (Host administratively prohibited)
Ó¿c
ns2# kill %1
Õ
  [1]+ Done    tshark -i veth1 icmp
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Modify the firewall to allow connections to that service from the external zone and18)
test:

ns2# firewall-cmd --list-services --zone=external
ssh

Note that this is only changing the active config and
not a permanent change.

ns2# firewall-cmd --add-service=http --zone=external
success
ns2# firewall-cmd --list-services --zone=external
http ssh
ns2# nc 192.168.0.1 80
Connected
Ó¿c

Connect again to the listening service and examine the state of the tracked TCP19)
connection:

ns2# nc 192.168.0.1 80
Connected
Ó¿z
[1]+  Stopped                 nc 192.168.0.1 80
ns2# bg
[1]+ nc 192.168.0.1 80 &
ns2# ss -ta
State      Recv-Q Send-Q          Local Address:Port              Peer Address:Port
CLOSE-WAIT 0      0                 192.168.0.2:49888              192.168.0.1:http
ns2# cat /proc/net/nf_conntrack
ipv4     2 tcp      6 35 CLOSE_WAIT src=192.168.0.2 dst=192.168.0.1 sport=49888 dport=80 src=192.168.0.1a
   dst=192.168.0.2 sport=80 dport=49888 [ASSURED] mark=0 secctx=system_u:object_r:unlabeled_t:s0 zone=0 use=2

The CLOSE_WAIT state seen in the output is because the other end of the
connection already closed, but is still allowing this side to send data (originally
bi-directional TCP connection is now half closed.) This is normal operation for the
NCat program after sending the data received from its STDIN over the pipe, and
not caused by the firewall blocking traffic.

Reload the firewall rules to verify that currently tracked connection is not dropped:20)

ns2# firewall-cmd --reload
success
ns2# fg
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nc 192.168.0.1 80
The ability to still send data shows that the TCP
connection is still open even though the firewall was
reloaded.

dataÕ
Ó¿z
[1]+  Stopped                 nc 192.168.0.1 80
ns2# ss -ta
State      Recv-Q Send-Q          Local Address:Port              Peer Address:Port
CLOSE-WAIT 0      2                 192.168.0.2:49888              192.168.0.1:http

Close the connection and attempt another (expecting it to fail):21)

ns2# fg
nc 192.168.0.1 80
Ó¿c
ns2# nc 192.168.0.1 80
Ncat: No route to host.

The new connection fails because the service added to that zone earlier was not a
persistent change and was lost on the reload.

Cleanup

Close the shell running in the alternate namespace, remove the virtual Ethernet22)
interface pair, and namespace:

ns2# exit
# ip link delete veth0
# ip netns delete ns2

Stop the FirewallD service:23)

# systemctl stop firewalld
# systemctl disable firewalld

EVALUATION COPY

Unauthorized Reproduction or Distribution Prohibited



1-53

Objectives
y Practice troubleshooting common system errors.

Requirements
b (1 station)

Relevance
Troubleshooting scenario scripts were installed on your system as part of
the classroom setup process. You use these scripts to break your system
in controlled ways, and then you troubleshoot the problem and fix the
system.

Lab 1

Task 7
Troubleshooting Practice
Estimated Time: 20 minutes

As the root user, invoke the tsmenu program:1)

# tsmenu

The first time the troubleshooting framework is started, you are required to2)
confirm some information about your system:

Confirm the distribution of Linux is correct by selecting Yes and then press Õ.

select OK and then press Õ.
You are presented with the 'Select Troubleshooting Group' screen.

This first break system scenario is a simple HOW-TO for the tsmenu program3)
itself. Its function is to familiarize you with the usage of the program:

Use the UP and DOWN arrow keys to select 'Troubleshooting Group #0'.

Use the LEFT and RIGHT arrow keys to select OK and press Õ to continue.
You are taken to the 'Select Scenario Category' screen.

Pick the category of problem that you want:4)

Select the 'Learn: Example learning scenarios' category.

Select OK and press Õ to continue.
You are taken to the 'Select Scenario Script' screen.
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Pick the specific troubleshooting script that you want to run:5)

Select the 'learn-01.sh' script

select OK and press Õ.
You are taken to the 'Break system?' screen.

The 'Break system?' screen provides you with a more detailed description of the6)
scenario and asks whether you want to proceed and "break the system now?".
Read the description of the problem and then Select Yes and press Õ.

You are taken to the 'SYSTEM IS BROKEN!' screen. Select OK and press Õ. The
system is now locked on the selected scenario and will not permit you to run
another scenario until the current scenario is solved.

Depending on the scenario, a reboot may be required before the problem is
noticed. In these cases, the system will reboot automatically when you select OK.

You can re-read the description of the scenario two different ways. First, the7)
description is written into a text file. Display the contents of this file:

# cat /problem.txt
. . . output omitted . . . 

You can also get information about the currently locked problem by re-running the8)
tsmenu program. As the root user, launch the tsmenu program:

# tsmenu

You are taken to the 'You're in learn-01.sh (Example scenario)' screen.

Use the UP and DOWN arrow keys to select the 'Description' menu item, then9)
select OK and press Õ to continue.

The scenario description text is displayed.

Select the 'Hints' menu item, then select OK and press Õ.10)
The 'Hints' screen is displayed. Notice that the total number of hints available is
indicated, and that past hints (if already displayed) are also shown in the list.
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Select the 'Hints' menu item several times until you have seen all of the available11)
hints for the learn-01.sh scenario.

The 'Check' menu item is used to check if the currently locked troubleshooting12)
scenario has been correctly solved. Select 'Check', then select OK and press Õ.

You are presented with the message 'ERROR: Scenario not completed'. This
indicates that the conditions required by the script have not yet been met. If you
feel that you have solved the problem, then you may need to carefully review the
requirements as listed in the 'Description'. If you are still unsure about how to
proceed then you should consult with the instructor.

Select Cancel and press Õ to exit the tsmenu program.

Solve this problem by creating the required file:13)

# touch /root/solved

Launch the tsmenu program again.14)

# tsmenu

Each time the tsmenu program launches, it checks to see if you have solved the15)
current problem. If you leave the tsmenu program open, then you can check a
problem at any time by following these steps:

select the 'Check' menu item

select OK and press Õ

you are presented with a 'SUCCESS: Scenario completed' message
Select OK and press Õ

You are taken back to the main 'Select troubleshooting group' screen

Select Cancel and press Õ to exit the tsmenu program
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You should now proceed to complete the troubleshooting scenarios shown in the16)
following table using the same basic procedure as shown in the previous steps.

Troubleshooting Group Scenario Category Scenario Name

Group 2 TCP Wrappers tcpwrappers-01.sh

Group 2 IP Tables iptables-01.sh

Group 2 Xinetd xinetd-01.sh
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AppArmor

AppArmor Concepts
• LSM and Name vs Label based enforcement

AppArmor Profiles
• /etc/apparmor.d/

Bootup Script
• /etc/init.d/boot.apparmor

Commands
• genprof/autodep, logprof, complain, enforce, unconfined

AppArmor Concepts

AppArmor, previously SubDomain, is an LSM (Linux Security
Modules) module, providing Mandatory Access Control using name
based enforcement. Unlike SELinux, which provides a label based
Role and Type Enforcement, AppArmor provides a simpler alternative.
AppArmor was first introduced by Immunix, Inc. for its GNU/Linux
distribution. It was later integrated with SUSE Linux Enterprise Server
10, after Novell acquired Immunix. In 2010, Apparmor was included
as part of the 2.6.36 release of the Linux kernel.

Further information about AppArmor can be found at
http://www.suse.com/documentation/apparmor/,
http://wiki.apparmor.net/index.php/FAQ, and
http://en.opensuse.org/SDB:AppArmor.

Profiles

AppArmor policy targets applications through profiles, enforcing strict
file and resource access. Enforcement is governed by the existing
Discretionary Access Control mechanisms (file ownership and read,
write, and execute permissions) and POSIX capabilities.

Profiles can be configured through individual commands, such as
genprof and enforce, or directly through configuration files found in
the /etc/apparmor.d/ directory. After modifying a profile, restart
AppArmor:

# service apparmor restart

In general, each profile contains lines referencing files to be
governed, network resources to be accessed, or includes of other
profiles for files shared with another program. Each line is white
space delimited, first defining the file, or files (through globbing), to
be governed, and then the rule to be applied:

File: /etc/apparmor.d/foo
/usr/bin/foo px

This allows access to the /usr/bin/foo command. Rules include:

a ⇒ Append, exclusive to w
ix ⇒ When executed, inherent parent's environment
k ⇒ File locking
l ⇒ Follow symbolic links
m ⇒ Allow mmap(2) PROT_EXEC
px | Px ⇒ Allow program execution, based on a profile, scrubbing

the environment (P preserves environment)
r ⇒ Allow read access
w ⇒ Allow write access

The YaST AppArmor module is available for graphical configuration of
AppArmor, including profile configuration.
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SELinux Security Framework

Allows administrator to specify security policy
Policy defines the "correct operation" of the system
• interaction of processes and files
• use of POSIX capabilities
• use of system resources (shared memory, etc.)
• network sockets
• interaction of processes (signals, pipes, IPC, etc.)

Uses labels called "Security Context"s
• identity:role:type:security_level

Occasional relabeling of the filesystem may be required

Security Administrator Specifies Policy

The SELinux extensions allow an administrator to define a security
policy. This policy can be very simple providing only basic limitation,
or it can be very detailed defining which of the many complex
interactions of system components are to be allowed. One of the
advantages of the SELinux security framework is its flexibility in
allowing security administrators to create a policy that meets their
TCB goals. The policy is then loaded and enabled so that the Linux
kernel can enforce compliance with the policy.

[S12] The following applies to SLES12 only:

SUSE Linux Enterprise Server enables SELinux so SELinux may be
used without having to replace parts of the system. However, SUSE
may support adding SELinux policies on a case by case basis.

Policy Defines the "Correct Operation" of the System

When a security administrator creates a policy, he or she is
essentially detailing the interactions that are expected for correct
operation of the system and its services. For example, a program
running under a specific security context should either be allowed to
interact with a given file, or it should not. The policy defines the
allowed level of interaction between the program and then the kernel
enforces it. If the program later tries to interact with the file in some
non-permitted way, or perhaps interact with some completely
different file, then the kernel will deny the attempt.

Security Context

The security policy determines the permissible interactions between
objects on the system. To determine if a specific interaction is
permitted, the system compares the security context of the
interacting objects with the security policy.

The security context (sometimes called the label) is a string and
consists of the following components:

identity ⇒ Name of the 'owner' of the object. System objects have
special identities. Unix user accounts can be mapped to specific
identities. A default identity (user_u) exists for Unix accounts not
explicitly mapped to an identity. Identity controls the available
roles.

role ⇒ For processes, lists the domain of the process. For files, has
a placeholder value (object_r).

type ⇒ Classifies the object as to its specific security needs; that is
each object that has unique (with respect to the other objects)
security needs will be assigned a unique type. Conversely, objects
with common security needs can share the same type.

security_level ⇒ Compound value in the form sX-sX:cY-cY where
sX is the sensitivity level (valid values from s0–s15) and cY is the
category (c0–c255). Used by the MCS/MLS policies.
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Relabeling Files

If files on the filesystem have the wrong (or no) security context label,
then applications can fail. The most common reasons that security
labels become incorrect is either from copying files, or running the
system with SELinux disabled. You can relabel files or directories
using the setfiles, restorecon, or chcon commands. You can
relabel the entire filesystem using the fixfiles relabel command.
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Choosing an SELinux Policy

Targeted
• separate types for most commands and services
• everything else runs under the unconfined_t, kernel_t, or
initrc_t domains

MLS (Multi-Level Security)
• implements sensitivity and category security labels
• primarily used in military and government

Minimum
• A modification of the targeted policy
• Almost everything runs unconfined_t
• All targeted modules are available if desired

Selected via /etc/selinux/config

SELinux Policies

Three different SELinux policies are included with the SELinux
reference policy: targeted, MLS, and minimum.

targeted policy ⇒ Originally focused on the network services most
likely to be the source of a security breach (e.g. Apache, BIND).
With the targeted policy, any applications that do not have a
policy defined will run under the unconfined_t, kernel_t, or
initrc_t domain.

MLS policy ⇒ Multi Level Security provides a policy based around
security levels and categories. The goal is to get LSPP, RBAC, and
CAPP certification at EAL 4+. The security model provided by this
policy is most commonly used in military or government
deployments and not appropriate for typical corporate systems,
with the possible exception of high-profile, sensitive servers.

Minimum Policy ⇒ The minimum policy was introduced in Fedora
10 as a variant of the targeted policy, preserving the unconfined_t
target as the default: all services run as unconfined_t, kernel_t,
or initrc_t, unless configured to be confined by the
administrator.

Initial development versions of SELinux contained a single policy that
was similar to the original strict policy. Due to conflicts generated by
the nascent policy code, SELinux was disabled by default in
distributions that first started shipping SELinux. In subsequent
versions of Linux, SELinux was enabled and a targeted policy was
implemented. The targeted was originally derived from the first policy
developed for SELinux known as the example policy. Later, the

example policy was updated and rewritten to create the reference
policy. From the reference policy, Red Hat derived the variants
targeted, strict, and mls. The strict policy was dropped, and much of
the functionality it contained is now in the targeted policy. Since that
time, the minimum policy was added as an option.

[S12] The following applies to SLES12 only:

SLES12 defaults to the Minimum policy. Custom configuration is
necessary. The Tresys SELinux Reference Policy can be downloaded
for this purpose, either directly or from the openSUSE Build Service.

Switching Policies

It is simple to switch between the targeted and MLS policies (or
minimum):

1. Verify that the policy files for the desired policy exist. They are
contained in the following RPMS: selinux-policy
(configuration), selinux-policy-minimum,
selinux-policy-targeted, and selinux-policy-mls.

2. Set the active policy in /etc/selinux/config to
SELINUXTYPE=mls, SELINUXTYPE=minimum, or
SELINUXTYPE=targeted.

3. Reboot the machine for the new policy to take effect.

SELinux Kernel Options

SELinux functionality can also be controlled by passing parameters to
the kernel on boot. To disable SELinux a single time at boot, use the
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interactive GRUB interface to add one of two options to the kernel's
arguments. To boot into permissive mode, add enforcing=0. To boot
without loading SELinux at all, add selinux=0.

EVALUATION COPY

Unauthorized Reproduction or Distribution Prohibited



2-7

SELinux Commands
sestatus
• display current SELinux settings
• -v displays contexts for files and processes listed in
/etc/sestatus.conf

chcon – set the security context of a file or files
Many core commands have new options to support Security Context

labels

New Commands Included with SELinux

Several new commands were created to provide an interface to the
new SELinux functionality. These commands are provided in the
policycoreutils package. Descriptions and example invocations of
these new commands follow.

The sestatus Command

The sestatus command can be used to display the current state of
an SELinux enabled system. If the -v option is used then the report
will include the security contexts of all the files and processes listed
in the /etc/sestatus.conf file. This allows an administrator to
quickly verify the context of key objects. This can be helpful in
spotting incorrect context on critical files that may commonly have
their context clobbered due to improper handling.

# sestatus
SELinux status:                 enabled
SELinuxfs mount:                /selinux
SELinux root directory:         /etc/selinux
Loaded policy name:             targeted
Current mode:                   enforcing
Mode from config file:          enforcing
Policy MLS status:              enabled
Policy deny_unknown status:     allowed
Max kernel policy version:      28

The chcon Command

Security contexts on system objects can be changed with the chcon
command. It has similar functionality and syntax to the chmod
command, but changes contexts instead of traditional Unix
permissions. The three options that are used for changing an object's
context are -u for user, -r for role, and -t for type. Like many Unix
commands, the -R option performs recursive file modification.

# ls -Z
-rw-r--r--. guru guru system_u:object_r:user_home_t file.txt
# chcon -t staff_home_t file.txt
# ls -Z
-rw-r--r--. guru guru system_u:object_r:staff_home_t file.txt

Supporting Security Context Labels

Many of the core commands that work with files have options to
support security context labels. When possible, these commands use
the -Z option (the meaning may vary based on the purpose of the
command). Examples include: login, su, id, ls, ps, cp, mv, stat, and
find. For example:

$ ps -eZ | egrep (master|gpm)
system_u:system_r:postfix_master_t 4184 ?    00:00:00 master
system_u:system_r:gpm_t          4200 ?      00:00:00 gpm

Notably, newer versions of the mv command, use -Z which causes
the file to inherit the security context label from the target directory
instead of retaining the label, a common source of SELinux troubles.
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SELinux Booleans

Easy way of activating certain policy rules
Displaying available SELinux Booleans
• semanage boolean -l
• sestatus -b
• system-config-selinux (GUI)

Temporary Change
• setsebool boolean_name value

Persistent Change
• setsebool -P boolean_name value

Booleans

To make SELinux more flexible and easy-to-use, categories of policy
have been added that can be turned on or off. These boolean values
can be toggled in real time and immediately become active. Most are
intuitively named such as spamassassin_can_network, user_rw_usb,
and named_write_master_zones.

A complete list of possible boolean values for the current running
policy can be found with the sestatus -b, getsebool -a, or the
semanage boolean -l commands:

# sestatus -b
. . . snip . . .
Policy booleans:
httpd_can_network_connect_db            off
httpd_can_network_memcache              off
httpd_tty_comm                          off
. . . snip . . .
# semanage boolean -l
SELinux boolean                State  Default Description

. . . snip . . .
httpd_can_network_connect_db   (off  ,  off)  Allow HTTPD scripts and modules to connect to databases over the network.
httpd_can_network_memcache     (off  ,  off)  Allow httpd to connect to memcache server
httpd_tty_comm                 (off  ,  off)  Allow entering of passphrase for SSL certificates at the terminal.
. . . snip . . .

Toggling Booleans

The most common tool for activating or disabling a boolean value is
the setsebool command. Basic usage is as follows:

# setsebool [-P] boolean_name value

The value field may be true or 1 to enable the boolean; false or 0 to
disable it. The setsebool command immediately makes changes
active in the running policy.

Booleans set using the -P (persistent) option will be written to the
policy file on disk and become permanant (i.e. survive a reboot). For
example:

# setsebool -P samba_enable_home_dirs on
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SELinux Policy Tools
semanage
• Non-interactive command line driven SELinux administration

system-config-selinux
• status, booleans, file-labeling, SELinux user creation and

mapping, translations for MLS, network ports, and control of
loaded policy modules

Documentation
• man -k selinux (almost 900 man pages available; many

programatically generated from policy source.)

The semanage Command

This command allows for comprehensive management of SELinux. In
the following example, web content is stored in a non-standard
directory location and the SELinux database is persistently modified
to properly label the new directory:

# mkdir -p /srv/websites/production/
# semanage fcontext -at httpd_sys_content_t "/srv/websites(/.*)?"
# restorecon -R /srv/websites/

The system-config-selinux Command

This tool provides a unified graphical interface for most of the system
administration tasks associated with SELinux:

y selection of SELinux mode
y force relabel of filesystem on next boot
y view and persistently modify SELinux booleans
y view and modify file context labeling expressions
y create SELinux users and map them to Linux user accounts and

roles
y define translations for MLS security-levels/categories
y define network ports accessible by SELinux types
y add and remove policy modules

[R7] The following applies to RHEL7 only:
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Lab 2
Estimated Time:
S12: 15 minutes

R7: 5 minutes
Task 1: Exploring AppArmor Modes [S12]

Page: 2-12 Time: 15 minutes
Requirements: b (1 station)

Task 2: SELinux File Contexts [R7]
Page: 2-16 Time: 5 minutes
Requirements: b (1 station)
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Objectives
y Identify Profiles in Enforcing Mode
y Change Profiles to Complain Mode
y Identify AppArmor Related Messages in Logs
y Disable Profiles

Requirements
b (1 station)

Relevance
Identifying the current status of apparmor is often times one of the first
steps in troubleshooting to identify if apparmor may be a problem. Using
apparmor messages found in logging allows identification of specific
transactions that were attempted or have occured.

Lab 2

Task 1
Exploring AppArmor Modes
[S12]
Estimated Time: 15 minutes

The following actions require administrative privileges. Switch to a root login1)
shell:

$ su -
Password: makeitso Õ

Verify that the AppArmor related packages are installed:2)

# zypper install -t pattern apparmor
. . . output omitted . . . 

Check the current status of AppArmor:3)

# aa-status
apparmor module is loaded.
XX profiles are loaded.
XX profiles are in enforce mode.
. . . snip . . .
X profiles are in complain mode.
X processes have profiles defined.
X processes are in enforce mode.
. . . snip . . .
X processes are in complain mode.
X processes are unconfined but have a profile defined.
. . . snip . . .
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Create a bare bones profile for the ls command:4)

File: /etc/apparmor.d/ls
+ /usr/bin/ls {
+ }

Insert the new profile:5)

# apparmor_parser -a /etc/apparmor.d/ls

Check the current status of AppArmor for the new profile:6)

# aa-status | less
apparmor module is loaded.
XY profiles are loaded.
XY profiles are in enforce mode.
. . . snip . . .
    /usr/bin/ls
. . . snip . . .
X profiles are in complain mode.
X processes have profiles defined.
X processes are in enforce mode.
X processes are in complain mode.
X processes are unconfined but have a profile defined.
. . . snip . . .

See if ls still works:7)

# ls /tmp
ls: error while loading shared libraries: libselinux.so.1: cannot open shared object file: Permission denied

To allow a process to run and log profile violations, but not stop them, a process8)
may be placed into complain mode:

# apparmor_parser -R /etc/apparmor.d/ls
# apparmor_parser -C /etc/apparmor.d/ls
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Check the current status of AppArmor for the profile:9)

# aa-status | less +/bin/ls
apparmor module is loaded.
XY profiles are loaded.
XX profiles are in enforce mode.
. . . snip . . .
Y profiles are in complain mode.
    /usr/bin/ls
X processes have profiles defined.
X processes are in enforce mode.
X processes are in complain mode.
X processes are unconfined but have a profile defined.
. . . snip . . .

Verify ls works:10)

# ls /tmp
. . . output omitted . . . 

Placing a profile into a complain state allows for execution of the action even in11)
the face of the profile. Review the logs for relevent messages:

# grep apparmor /var/log/messages
. . . snip . . .
2015-02-13T20:49:47.752253-07:00 stationX kernel: [178149.787501] type=1400 audit(1423885787.748:345): a
   apparmor="DENIED" operation="open" parent=1889 profile="/usr/bin/ls" name="/lib64/libselinux.so.1" pid=12003 a
   comm="ls" requested_mask="r" denied_mask="r" fsuid=0 ouid=0
. . . snip . . .
2015-02-13T20:56:16.476295-07:00 stationX kernel: [178538.509666] type=1400 audit(1423886176.472:348): a
   apparmor="STATUS" operation="profile" name="/home/mheadlee/eegg" pid=12014 comm="apparmor_parser"
2015-02-13T20:56:19.008288-07:00 stationX kernel: [178541.042041] type=1400 audit(1423886179.004:349): a
   apparmor="STATUS" operation="profile_load" name="/usr/bin/ls" pid=12017 comm="apparmor_parser"
2015-02-13T20:56:49.796253-07:00 stationX kernel: [178571.830232] type=1400 audit(1423886209.792:350): a
   apparmor="ALLOWED" operation="open" parent=1889 profile="/usr/bin/ls" name="/etc/ld.so.cache" pid=12028 a
   comm="ls" requested_mask="r" denied_mask="r" fsuid=0 ouid=0
. . . snip . . .
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Notice in the example that some messages will be marked apparmor=ALLOWED
while later there is a denied_mask value. These messages are generated by a
profile in complain mode.

Disable the profile from being automatically parsed next time AppArmor is12)
reloaded:

# ln -s /etc/apparmor.d/ls /etc/apparmor.d/disable/

Restart the AppArmor service:13)

# systemctl restart apparmor

Verify that the ls profile is no longer listed in the output:14)

# aa-status | grep bin/ls
The ls command is no longer be listed.

Clean up

Remove the profile and its symbolic link:15)

# rm /etc/apparmor.d/ls
# rm /etc/apparmor.d/disable/ls

Restart the AppArmor service:16)

# systemctl restart apparmor

Administrative privileges are no longer required; exit the root shell to return to an17)
unprivileged account:

# exit
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Objectives
y Explore the rules governing the default context assigned to a newly

created file
y Examine the effect of the cp and mv commands on SELinux file contexts

Requirements
b (1 station)

Relevance
When copying and moving files, the SELinux security label (file context)
attached to a file can be modified. Understanding the effect of commands
on these file context labels will allow you to fix and avoid file context
problems.

Lab 2

Task 2
SELinux File Contexts [R7]
Estimated Time: 5 minutes

The following actions require administrative privileges. Switch to a root login1)
shell:

$ su -
Password: makeitso Õ

Create new files and view the default SELinux file context assigned:2)

# cd; touch file{1,2,3}
# ls -Z file*
-rw-r--r--. root root unconfined_u:object_r:admin_home_t:s0 file1
-rw-r--r--. root root unconfined_u:object_r:admin_home_t:s0 file2
-rw-r--r--. root root unconfined_u:object_r:admin_home_t:s0 file3

List the relevant rule from the file context database that causes files created in3)
/root to get the admin_home_t type (if no more specific rule matches):

# semanage fcontext -l | grep 'admin_home_t'
/root(/.*)?         all files          system_u:object_r:admin_home_t:s0

List the other rules that apply files created in the /root directory:4)

# semanage fcontext -l | grep 'ˆ/root'
/root(/.*)?         all files          system_u:object_r:admin_home_t:s0
/root/.ppprc        regular file       system_u:object_r:pppd_etc_t:s0
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/root/.manpath      regular file       system_u:object_r:mandb_home_t:s0
. . . snip . . .

Create another file to show that more specific rules can override the default5)
context in a directory:

# touch .hushlogin
# ls -Z .hushlogin
-rw-r--r--. root root unconfined_u:object_r:local_login_home_t:s0 .hushlogin

Copy and move the file into the /etc directory and view the file contexts assigned6)
to the new files:

# cp file1 /etc
# mv file2 /etc
# mv -Z file3 /etc
# ls -Z /etc/file?
-rw-r--r--. root root unconfined_u:object_r:etc_t:s0        /etc/file1
-rw-r--r--. root root unconfined_u:object_r:admin_home_t:s0 /etc/file2
-rw-r--r--. root root unconfined_u:object_r:etc_t:s0        /etc/file3

Notice that the file moved *without* the -Z option retained its original context
(which is rarely desirable--likely wrong for the target directory).

Set the file context on the moved file to the correct value for the new location:7)

# chcon -t etc_t /etc/file2
# ls -Z /etc/file2
-rw-r--r--. root root unconfined_u:object_r:etc_t:s0   /etc/file2

Cleanup

Remove the files:8)

# rm -f /etc/file? file? .hushlogin

Administrative privileges are no longer required; exit the root shell to return to an9)
unprivileged account:

# exit
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