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Describe MySQL's benefits and features.

Configure the MySQL server.

Perform database design and normalization.

Work with the command-line mysql tool.

Set up and manage data and data schemas in MySQL.

Use SELECT to retrieve data from a database.

Combine data from multiple sources.

Utilize more complex SQL functionality.

Understand the MySQL storage engine types and their applicability.

Use some of the more common MySQL standalone tools.

Write and call stored procedures.
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Audience: Application and web developers.

Prerequisites: Prior experience installing software and programming in any
language, such as HTML, is recommended but not required.

Classroom Environment:

A workstation per student.
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Using the Workbook

Chapter 2 Servlet Basics
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Add an init() method to your Today servlet that initializes a bornOn date, then print the bornOn date

along with the current date:

Today.java

...

public class Today extends GenericServlet {

private Date bornOn;

public void service(ServletRequest request,

ServletResponse response) throws ServletException, IOException

{

...

// Write the document

out.println("This servlet was born on " + bornOn.toString());

out.println("It is now " + today.toString());

}

public void init() {

bornOn = new Date();

}

}

Hands On:

The init() method is

called when the servlet is

loaded into the container.

This workbook design is based on a page-pair, consisting of a Topic page and a Support page. When you
lay the workbook open flat, the Topic page is on the left and the Support page is on the right. The Topic
page contains the points to be discussed in class. The Support page has code examples, diagrams, screen
shots and additional information. Hands On sections provide opportunities for practical application of key
concepts. Try It and Investigate sections help direct individual discovery.

In addition, there is an index for quick lookup. Printed lab solutions are in the back of the book as well as
online if you need a little help.

Java Servlets
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� The servlet container controls the life cycle of the servlet.

� When the first request is received, the container loads the  servlet class

and calls the init() method.

� For every request, the container uses a separate thread to call

the service() method.

� When the servlet is unloaded, the container calls the destroy()

method.

� As with Java’s finalize() method, don’t count on this being

called.

� Override one of the init() methods for one-time initializations, instead of

using a constructor.

� The simplest form takes no parameters.

public void init() {...}

� If you need to know container-specific configuration information, use

the other version.

public void init(ServletConfig config) {...

� Whenever you use the ServletConfig approach, always call the

superclass method, which performs additional initializations.

super.init(config);

The Servlet Life Cycle

The Topic page provides
the main topics for

classroom discussion.

The Support page has
additional information,

examples, and suggestions.

Code examples are in a
fixed font and shaded. The
online file name is listed
above the shaded area.

Screen shots show
examples of what you
should see in class.

Topics are organized into
first ( ), second ( ), and

third ( ) level points.

Pages are numbered
sequentially throughout

the book, making lookup
easy.

Callout boxes point out
important parts of the

example code.
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Chapter 2 - Introduction to Database
Concepts and MySQL

Objectives

Describe the structure of a relational
database.

Describe the uses of the SQL
programming language.

Explain the different ways that users can
access a database.

Describe MySQL's benefits and features.

Describe the history of MySQL.
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Features of a Relational Database

A relational database organizes data into tables, each table being much like a
spreadsheet.

Each table in a database normally describes a specific group of information.

Each table is given a specific name.

A table is organized in columns, each with a specific name and each capable of
storing a specific datatype.

Each column, also called a field, represents an attribute of the table.

A row is a distinct set of values, one value for each column

Each row, also called a record, represents a single entity in the real world.

A column value might be empty, or null, for a particular row.

A user accesses a subset of the data, the result set of a query, based on existing
tables.

The logical data structure of a database is determined by the relationships
between the tables.
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Consider the following as a table design for sports teams:

Team

Player

Sport Team Name Affiliated City

Baseball Rockies Denver

Baseball Astros Houston

Baseball Braves Atlanta

Player Name Player Number Position

Jeff Baker 10 Outfield

Matt Holiday 5 Outfield

Chris Ianetta 20 Catcher
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Where Does SQL Fit In?

The Structured Query Language (SQL) was first developed by IBM in the mid-
1970s for their DB2 database.

It is typically pronounced as "sequel" or S...Q...L.

SQL is the international standard language for relational database management
systems.

SQL is considered a fourth-generation language, more abstract than Java,
COBOL, etc.

SQL is a non-procedural language that emphasizes what to get, but
not how to get it.

It is English-like and intuitive.

SQL statements look more like natural language than many other
programming languages

SQL is robust enough to be used by:

Users with non-technical backgrounds.

Professional developers.

Database administrators.

Each vendor has its own implementation of SQL as well as extensions for
greater functionality.

MySQL implements a subset of SQL: 2008.
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SQL statements can be placed in two main categories:

Users and programmers spend most of their time working with only four of the keywords (SELECT,
INSERT, UPDATE, and DELETE).

Data Manipulation Language (DML)

Query Data Manipulation Transaction Control

SELECT INSERT COMMIT

UPDATE ROLLBACK

DELETE

Data Definition Language (DDL)

Data Definition Data Control

CREATE GRANT

ALTER REVOKE

DROP

Standard SQL Versions

Year Name Alias

1986 SQL-86 SQL-87

1989 SQL-89 FIPS 127-1

1992 SQL-92 SQL2, FIPS 127-2

1999 SQL:1999 SQL3

2003 SQL:2003

2006 SQL:2006

2008 SQL:2008

2011 SQL:2011
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Database Access

Before the World Wide Web, the only way to access a database was through a
standalone software application.

Such applications may be provided by the database vendor, or can be
written in C, C++, Perl, COBOL, Java, or other languages.

With the World Wide Web, many databases are also accessed from internet-
based applications.

The user is typically accessing the database through a web page loaded
into a web browser.

Some of the same underlying languages might be in use on the server.

These languages have the ability to retrieve data from the database,
and pass that data back to the web browser, through a web server.

Access to the data is only available through the database server.

A valid username and password must be provided.
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MySQL is not a database, but a Relational Database Management System
(RDBMS); it's software that enables you to create, maintain, and manage
relational databases.

MySQL is popular because of its:

Size — Very modest hardware requirements.

Speed — Some of the newer features can slow down processing, but
MySQL's modular design allows you to pick and choose.

Ease of installation — Installation on some platforms is easy (e.g.,
Windows, or a Linux RPM), but others can be more complicated.

Attention to standards — Even though multiple standards exist for SQL,
MySQL tries to stay current.

Community relations — MySQL is open-source software and encourages
individual participation.

There is a large amount of user-contributed software available, and
many local user groups.

Easy interface to other software — Software interfaces, or drivers, to
MySQL exist for many programming languages.

Why MySQL?EVALUATION COPY
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The entry web pages into MySQL info are:
http://www.oracle.com/us/products/mysql
http://www.mysql.com

which provide starting points into:
Advertising, documentation and white papers.
Various products and services, partners and customers, news and industry reports.

The platform is supported on a variety of operating systems, but beware the list is rapidly being trimmed of
older OSes. For details, see:

http://www.mysql.com/support/supportedplatforms/database.html.

A large variety of mailing lists is available at: http://lists.mysql.com.

A wide variety of discussion forums is available at: http://forums.mysql.com.

A bug database is available at: http://bugs.mysql.com.

A splash page into contributed software, conferences, FAQs, etc. for the user-community is available at:
https://wikis.oracle.com/display/mysql/Home.

Note:
Navigating the MySQL web pages will often suggest you sign up for a free Oracle web account, which
provides some interesting features, including among others:
1. Access to white papers and presentations
2. The ability to post in the MySQL Discussion Forums
3. Report and track bugs in the MySQL bug system (reading is available without an account).
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The History of MySQL

In 1994, Oracle, Sysbase, DB2, and Informix dominated the SQL-based
RDBMS market with their powerful, very resource-intensive, and expensive
systems.

Postgres was one of a few cheap database engines available, but wasn't
SQL-driven.

At about the same time, David Hughes developed a DBMS that used SQL to
support his Ph.D. work, based on Postgres.

To enable SQL, he built a translator called mSQL that converted SQL to
PostQUEL.

The Postgres engine was too ungainly for his needs, so he incorporated a
DBMS into mSQL.

In 1979, Michael Widenius, as the only database developer at TcX, developed a
tool called UNIREG for managing databases.

In 1994, TcX began developing web-based applications, using UNIREG
to support page generation, but UNIREG proved too ungainly.

Using the best features of UNIREG, and building on the mSQL API,
MySQL 1.0 was released in May, 1995, by the Swedish company MySQL
AB, founded by Widenius and David Axmark.

Shortly thereafter, MySQL was released on the Internet, under a flexible
copyright (currently the GPL).

In January, 2008, Sun bought MySQL AB.

In the summer of 2009, Oracle bought Sun, acquiring the copyright for the
MySQL product.
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Some of MySQL's major features include the following:

Internals and Portability:
- Written in C and C++, and tested with a broad range of different compilers.
- Works on many different platforms.
- It can easily use multiple CPUs if they are available.
- Uses very fast B-tree disk tables (MyISAM) with index compression.
- Very fast joins using an optimized one-sweep multi-join.

Statements and Functions (full support is provided for):
- Operators and functions in SELECT list and WHERE clause of queries.
- SQL GROUP BY and ORDER BY clauses.
- LEFT OUTER JOIN and RIGHT OUTER JOIN.

Security:
- A privilege and password system that allows host-based verification.
- All password traffic is encrypted when you connect to a server.

Scalability and Limits:
- Handles large databases (e.g., 60,000 tables and 232 rows, depending on the storage engine.)
- Up to 64 indexes per table are allowed, depending on the storage engine.

Connectivity:
- Clients can connect to the server using TCP/IP sockets, named pipes, shared-memory, or socket

files, depending on the platform.
- APIs for C, C++, Eiffel, Java, Perl, PHP, Python, Ruby, and Tcl are available.
- Interfaces are available for ODBC (Connector/ODBC (MyODBC)), Java (Connector/J), .NET

(Connector/NET), and others.

Localization:
- The server can provide error messages to clients in many languages.
- All data is saved in the chosen character set.

Clients and Tools:
- Command-line tools for issuing SQL commands (mysql), dumping and importing table data

(mysqldump and mysqlimport), table maintenance (mysqlcheck), etc.

- A general purpose GUI tool (MySQL WorkBench) to aid in administration tasks, converting to/
from alternative database technologies, and generating queries.
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MySQL Software Features

Oracle provides MySQL software in several configurations, ranging from the
free Community Server to the Cluster Carrier Grade Edition.

All support transaction-safe, ACID-compliant databases with full commit,
rollback, crash recovery, and row-level locking capabilities.

Oracle distinguishes between the use of MySQL as a technology embedded in a
larger application/product and the use of MySQL as a stand-alone technology,
and licenses the product accordingly.

The MySQL Community Server is freely available under the open source GPL
license.

Support packages for all editions of MySQL can be purchased through Oracle.
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The entry web pages into the free Community Edition Server can be found through:
http://www.oracle.com/us/products/mysql/mysqlcommunityserver
http://www.mysql.com/products/community/

The free Community Edition Server (and other packages) can be downloaded at:
http://dev.mysql.com/download

A list of editions and features suitable for an ISV, OEM, or VAR software product using an embedded
database can be found at: http://www.mysql.com/oem.

A list of editions and features suitable for stand-alone databases can be found at:
http://www.mysql.com/products.

A list of support options for all of Oracle’s MySQL offerings is described in: http://www.mysql.com/
support. Various 3rd-party companies also offer MySQL support: SkySQL, Percona, etc.
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Chapter 12 - Database Programmability

Objectives

Write and call stored procedures.

Create triggers.

Provide fast access to table data via a
HANDLER.

PREPARE and EXECUTE server-side
prepared statements.
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Stored Routines: Basic Concepts

MySQL supports two types of stored routines: procedures and functions.

Procedures are invoked with CALL procedurename().

Procedures can pass back data only with output variables.

Functions are invoked as funcname(), just as with built-ins.

Functions can return only a scalar value.

Stored routines are associated with a database.

If the database is dropped, so are any stored routines associated with it.

Any use of a stored routine does an implicit USE on the database with
which it is associated.

The USE is undone when the routine ends.

You can't specify USE in a stored routine.

You can request a stored routine from a specific database by qualifying its
name.

MySQL supports the use of normal SELECT statements in stored procedures,
which allows for multiple result sets being passed back to the client.
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Stored routines are used for many of the same reasons as any programming effort. Some of the more
important reasons include:

1. When standard principles need to be applied to some functionality. Banks are the nominal example
of this, with special security concerns, ordered database operations, etc. Embedding all access to
critical databases inside stored routines allows them to disable any other access to the database.

2. Providing common functionality to programs written with different APIs, so everyone doesn't have
to reinvent the wheel, perhaps incorrectly.

An environment that uses stored routines often winds up developing complete libraries of functionality.

Stored routines can provide improved performance, as less traffic needs to move between the client and the
server, but this is generally at the expense of the server, which winds up doing extra work to access and run
the function.

MySQL follows SQL:2003 syntax (also used by IBM's DB2), but implementation is ongoing.

All stored routine are stored in the proc table in the mysql database. Manual changes to this table aren't
supported.

Separate privileges are required to create, alter, execute, and drop stored routines.

Recursive stored procedures are disabled by default, but can be turned on with the
max_sp_recursion_depth server system variable. Stored functions cannot be recursive.

EVALUATION COPY

Unauthorized reproduction or distribution is prohibited.



MySQL Development

Page 272 Rev 2.1.2 © 2013  ITCourseware, LLC

Routine Creation and Use

MySQL allows stored routines to have the same names as built-ins, although this
is not recommended.

Several syntactical rules must be followed to maintain separation.

Any valid MySQL datatype can be passed to a stored routine.

The stored routine definition states what is expected.

Type coercion will occur as necessary as data is passed.

Data passed to a PROCEDURE can be designated as input, output, or input/
output.

Data passed back by a PROCEDURE must be into previously named
memory locations.

A PROCEDURE also sets the number of rows affected in
ROW_COUNT().

Data passed to a FUNCTION is always treated as input data.

A FUNCTION returns a value using RETURN.

A FUNCTION can't be designated as returning NULL.

Security issues when running stored routines are resolved using privileges of
either the author or the user, as with VIEWs.

All stored routines can be either a single statement or a compound statement.

Various limitations and restrictions apply to what is allowed in the code.
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Simplified syntax for creating stored routines is:
CREATE [DEFINER = { user | CURRENT_USER }]
  PROCEDURE sp_name ([[IN|OUT|INOUT] paramname datatype[,...]])
  [characteristic ...] Valid SQL procedure statement
CREATE [DEFINER = { user | CURRENT_USER }]
  FUNCTION sp_name ([paramname datatype[,...]])
  RETURNS datatype
  [characteristic ...] Valid SQL procedure statement
characteristic:
  SQL SECURITY { DEFINER | INVOKER }
  | COMMENT 'string'

Some syntactical issues:
1. Parentheses are always required in the definitions, whether there are parameters or not. However if

a PROCEDURE doesn't take arguments, parentheses can be dropped in the CALL.
2. IN is the default PROCEDURE parameter type.

A top-level CALL to a PROCEDURE should supply variables for any OUT or INOUT parameters.
Within a nested CALL, you can also pass a routine parameter or a local routine variable. Note that the
initial value of any OUT parameter is NULL within the called routine.

Several restrictions apply to the code used in stored routines:
1. Stored routines can contain DDL (e.g., CREATE, DROP).
2. Stored routines can't use LOAD DATA INFILE, LOCK, or UNLOCK.
3. Procedures can use transaction statements (e.g., COMMIT); functions cannot.
4. Statements that return a result set (SELECT, SHOW, etc) can't be used in a function (SELECT

INTO would be ok).

An example of a function:
CREATE FUNCTION hello (s CHAR(20)) RETURNS CHAR(50)
  -> RETURN CONCAT('Hello, ',s,'!');   # RETURN required
SELECT hello('world');

An example of a procedure:
delimiter //
CREATE PROCEDURE simpleproc (OUT param1 INT)
-> BEGIN SELECT COUNT(*) INTO param1 FROM t; END;//
CALL simpleproc(@a)//   #3

You can modify only the SQL SECURITY and COMMENT portions of a stored routine:
ALTER {PROCEDURE | FUNCTION} sp_name [characteristic ...]
Remove a stored routine using:
DROP {PROCEDURE | FUNCTION} [IF EXISTS] sp_name
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Flow Control Statements

Several basic programming constructs are available inside MySQL stored
routines.

Several constructs appear similar to their function or expression
counterparts, but are separate entities.

A variety of flow control statements are available.

IF and CASE provide for decision-based branching.

LOOP, WHILE, REPEAT, ITERATE, and LEAVE provide for
managing program loops.

A for loop is not supported.

Nested constructs are possible: an IF inside a LOOP, etc.

Loops can be labeled to provide for additional flow control.

Multiple-statement constructs are available everywhere.

Local variables are available inside multi-statement constructs.

MySQL supports three comment styles: '#' and '-- ' to the end of the line, and C-
style '/* */' arbitrary-length comments.

The '/* */' construct can also be used to hide MySQL-specific code.

Hidden MySQL-specific code inside '/* */' can specify what
version of the server is required to run the code.
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The syntax for an IF statement is:
IF condition THEN statement_list
  [ELSEIF condition THEN statement_list] ...
  [ELSE statement_list]
END IF
The statement_list can be a simple or a compound statement. For example:
IF @v < 10 THEN SET @v=@v+1; END IF//

The syntax for a CASE statement is either:
CASE WHEN condition THEN statement_list
  [WHEN condition THEN statement_list] ...
  [ELSE statement_list]
END CASE
or more traditionally:
CASE case_value WHEN when_value THEN statement_list
  [WHEN when_value THEN statement_list] ...
  [ELSE statement_list]
END CASE
CASE will generate an error if no match is found. The following will fail if the value of @v isn't 5:
CASE @v WHEN 5 THEN RETURN 'e'; END CASE//

A simple LOOP can be written
[begin_label:] LOOP
  statement_list
END LOOP [end_label]
If labels are used, end_label must always be the same as begin_label. Exiting the loop is typically done
with LEAVE[label], which can also be used in WHILE, REPEAT, and BEGIN/END constructs.

The syntax for a WHILE loop is:
[begin_label:] WHILE condition DO
  statement_list
END WHILE [end_label]
For example:
WHILE @x<5 DO SET @x=@x-1; END WHILE//

WHILE may or may not run the code at least once; REPEAT always does.
REPEAT ... UNTIL ... END REPEAT

A LOOP, WHILE, and REPEAT loop can be short-circuited with ITERATE label, which means "do the
loop again."

MySQL-specific code can be embedded within a '/* */' comment by including a '!':
SELECT /*! STRAIGHT_JOIN */ col1 FROM t1,t2 ...
A requirement for a server of at least a specific version can be included:
CREATE /*!40121 TEMPORARY */ TABLE t (a INT);
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Writing Blocks of Code

Compound statements are written using BEGIN/END constructs.

Compound statements are available within stored routines and triggers.

Using mysql to type in compound statements requires changing the statement
delimiter.

A DECLARE statement is available within BEGIN/END.

All DECLARE statements must come before any code.

DECLARE statements, if used, must appear in a specific order.

Variable declarations must appear first, and build local variables only.

Conditions must be declared second.

Declaring a condition implies associating a name with an error
condition.

Cursors must be declared third.

Cursors provide for processing a result set within a loop.

Handlers are declared last.

Handlers provide for interrupt processing.
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The syntax for BEGIN/END is:
[begin_label:] BEGIN statement_list] END [end_label]

The syntax to declare variables is:
DECLARE var_name[,...] type [DEFAULT value]
The DEFAULT value can be an expression, and if not provided, is NULL. A value can be placed in a
variable using SET or SELECT:
SET var_name = expr [, var_name = expr] ...
SELECT col_name[,...] INTO var_name[,...] table_expr

The syntax to declare conditions is:
DECLARE condition_name CONDITION FOR {SQLSTATE [VALUE] sqlstate_value | mysql_error_code}

The syntax to declare a cursor is:
DECLARE cursor_name CURSOR FOR select_statement
The server may or may not make a copy of the result table. Cursors provide for read-only access, and are
non-scrolling. Having declared a cursor, it can be used to read across a result set. Initially, the SELECT
statement a cursor is attached to is activated using:
OPEN cursor_name
Data can then be retrieved from the result set, one row at a time, using:
FETCH cursor_name INTO var_name [, var_name] ...
This is typically done in a loop. When all the data in the result set has been read, FETCH results in a "No
Data" condition (SQLSTATE=02000). The cursor is released when BEGIN/END completes. Multiple
cursors can be declared in a routine, but each name must be unique.

Error conditions normally terminate a BEGIN/END block. The syntax to declare a handler is:
DECLARE {CONTINUE | EXIT} HANDLER FOR condition[,...] statement
condition: SQLSTATE [VALUE] sqlstate_value
  | SQLWARNING   # Any SQLSTATE that begins with 01
  | NOT FOUND   # Any SQLSTATE that begins with 02
  | SQLEXCEPTION   # Any other SQLSTATE
  | mysql_error_code
  | condition_name    # from DECLARE CONDITION

CONTINUE and EXIT refer to the BEGIN/END block, and imply what should happen after running the
specified statement, which can also be a BEGIN/END block. For CONTINUE, control returns to where
the condition occurred. To ignore a condition, use an empty block:
DECLARE CONTINUE HANDLER FOR SQLWARNING BEGIN END;
For example:
BEGIN
  DECLARE CONTINUE HANDLER FOR SQLSTATE '23000' SET @x2 = 1;
  SET @x = 1; INSERT INTO t1 VALUES (1);   # unique?
  SET @x = 2; INSERT INTO t1 VALUES (1);   # unique?
  SET @x = 3;
END;
SQLSTATE 23000 occurs for a duplicate-key error.
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Triggers

A trigger is a database object that is activated when a particular event occurs in
a table.

A trigger can't be established on a TEMPORARY table or a VIEW.

Trigger actions can be simple statements or compound statements.

Triggers are often used to verify data before insertion, or to compute
totals after updates.

Triggers can be defined for several types of SQL operations, for example:

Insert operations such as INSERT, LOAD DATA, and REPLACE
SQL statements.

Update operations such as UPDATE SQL statements.

Delete operations such as DELETE and REPLACE SQL statements.

DROP TABLE and TRUNCATE do not qualify for this trigger.

Multiple triggers can be defined for a table.

Trigger actions can refer to multiple tables, by name.

Creation and use of a trigger requires the TRIGGER privilege.

Triggers run with the privileges of the user specified in the DEFINER clause, or
if none, whoever defined the trigger.
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The syntax for creating a trigger is:
CREATE
  [DEFINER = { account | CURRENT_USER }]
  TRIGGER trigger_name {BEFORE | AFTER} trigger_event
  ON tbl_name FOR EACH ROW trigger_stmt
You must have SUPER privileges to do this.

If a DEFINER (user@host) isn't specified, CURRENT_USER is the default. At activation time, the
DEFINER's privileges apply, and CURRENT_USER() evaluates to the DEFINER.

The trigger_name must be unique within the database.

trigger_event specifies a generic type, and can be any one of: INSERT, DELETE, or UPDATE.

Multiple triggers can be established for any table, but each must specify a unique combination of type and
time (BEFORE|AFTER). For example, INSERT INTO ... ON DUPLICATE KEY UPDATE ... could
trigger a BEFORE INSERT for every row, followed by either an AFTER INSERT, or both BEFORE
UPDATE and AFTER UPDATE, depending on whether there was a duplicate key for the row.

For a statement to succeed, any BEFORE triggers, the statement itself, and any AFTER triggers must all
successfully run, in that order. Any failure short-circuits the remaining operations.

Within the trigger_stmt, the keyword OLD refers to the target table before updating or deletion, and
NEW referring to that table after data is inserted or updated. Note that for a given operation, both of them
may not exist. For example:
CREATE TRIGGER ins_sum BEFORE INSERT ON account
  -> FOR EACH ROW SET @sum = @sum + NEW.amount;
Beware that if an insert operation doesn't provide a value for amount, @sum will become NULL.

Referencing the target with OLD provides read-only access. NEW can be used to modify the table, but
only if in a BEFORE trigger.

Exiting a trigger before the end must be done with LEAVE, not RETURN.

The mysql_mode in effect when a trigger is created is stored and used when invoked, regardless of the
current mode.

Triggers are not currently activated by cascaded foreign key actions, although MySQL claims this will
change soon.

The syntax for dropping a trigger is:
DROP TRIGGER [IF EXISTS] [schema_name.]trigger_name
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Stored Routines, Triggers, and the Binary Log

Running the myslqd server with the binary log turned on interacts with stored
routines and triggers.

All SQL statements that modify data must be recorded for future data
recovery operations.

Data updates performed by stored procedures, stored functions,
and triggers are handled separately.

Statements in procedures (accessed via CALL) are recorded when they change
data, and require no extra consideration.

By default, two restrictions are enabled on functions and triggers when binary
logging is enabled.

Creating either of them requires SUPER privilege.

Neither can perform data modification operations, and their definitions
must acknowledge that.

Functions and triggers can be allowed to modify data.

A server variable can be altered at server startup or on the fly.

The burden falls on the author that the function or trigger produces
repeatable results.

Binary logging currently occurs at the SQL statement level, although MySQL
states they are moving toward recording at the row level.
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The binary log is intended for storing all operations that perform modifications to data. This information is
used in replication environments, and for data recovery operations. Typically, statements that do not modify
data (e.g., SELECT) are not recorded.

Some additional characteristics are available for CREATE PROCEDURE and CREATE FUNCTION
that determine interactions with the binary log:
[NOT] DETERMINISTIC
| { CONTAINS SQL | NO SQL | READS SQL DATA | MODIFIES SQL DATA }
A DETERMINISTIC routine always returns the same result for the same input parameters. A NOT
DETERMINISTIC routine (the default) does not. Specifying NO SQL or READS SQL DATA
indicates no data is changed. Specifying CONTAINS SQL (the default) or MODIFIES SQL DATA
indicates data is changed.

MySQL works to make some functions deterministic. NOW() is logged with a timestamp, so it's
repeatable. RAND() can be used once per function. Other functions are inherently not deterministic.
SYSDATE() without --sysdate-is-now is implicitly non-deterministic. UUID() is always non-deterministic.

Statements within a CALLed procedure that change data are logged as they are run, eliminating any
problem with following different execution paths within the procedure on different machines, etc. Some
additions may be made to the log to provide for local variables. Specifying DETERMINISTIC or whether
the procedure MODIFIES SQL DATA, etc. at procedure creation time is for documentation only.

By default, creating a function requires that the function state its intention to not modify data. This is done
either by including DETERMINISTIC, NO SQL, or READS SQL DATA in the definition. Note that
MySQL trusts what is written — no checking is done.

Triggers follow the same rules as functions except that they are always treated as deterministic, even though
they might not be.

The server variable log_bin_trust_function_creators (0 by default) determines the restrictions on
functions. Setting it to 1 allows users without SUPER privilege to create a function, drops the requirement
of specifying DETERMINISTIC, and allows the function to modify data.

All invocations of functions that actually modify data are logged. If the invocation is in a statement that would
otherwise not be logged, function invocations are logged as SELECT funcname();.
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Table HANDLERs

Fast access to MyISAM and InnoDB table data is available directly through their
respective engines.

A HANDLER provides faster access to table data than normal SELECT
statements.

Every SELECT requires a separate handler within a storage engine;
HANDLER provides just one.

Access is straightforward, requiring less parsing.

No attempt is made to optimize access through a HANDLER.

A HANDLER is a low-level statement.

 A HANDLER doesn't provide consistency.

Dirty reads are allowed.

A HANDLER doesn't lock a table.

A HANDLER allows traversals of a table that are difficult to do otherwise.

Access via a HANDLER is often used for applications that provide an
interactive user interface into the database.
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The syntax for opening a handler is:
HANDLER tbl_name OPEN [ AS alias ]
If you open a HANDLER as an alias, further references must be through the alias.

There are several forms for reading from a handler, some based on indexes, and some based on the raw
storage format.

One form for reading based on an index is:
HANDLER tbl_name READ index_name { = | >= | <= | < } (value1,value2,...)
  [ WHERE where_condition ] [LIMIT ... ]
By default, this fetches the first row where the index matches and the WHERE clause is satisfied. If the
table contains a multi-column index, the left-most columns must be specified. For example, if the index was
based on c1, c2, and c3, you could specify any of the following:
HANDLER t1 READ index_name = (c1,c2,c3) ...
HANDLER t1 READ index_name = (c1,c2) ...
HANDLER t1 READ index_name = (c1) ...

If LIMIT is specified, more than one row is returned. To use this form to work with the PRIMARY KEY:
HANDLER tbl_name READ `PRIMARY` ...;   # back-tics

Another form for reading based on an index is:
HANDLER tbl_name READ index_name { FIRST | NEXT | PREV | LAST }
  [ WHERE where_condition ] [LIMIT ... ]
By default, this also fetches one row, as specified, based on the WHERE clause. Subsequent use of this
form can move forwards or backwards through the index. Reading more than one row from LAST reads
backwards.

A READ form that reads data in the raw storage order is:
HANDLER tbl_name READ { FIRST | NEXT }
  [ WHERE where_condition ] [LIMIT ... ]
This fetches a row in natural row order, as specified, based on the WHERE clause. When an entire table is
being read, this is faster than reading based on an index.

A HANDLER can be closed using:
HANDLER tbl_name CLOSE
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Prepared Statements

MySQL provides for server-side prepared statements.

Prepared statements are primarily intended for use through a client-
programming interface (C, JAVA, etc.).

A SQL interface to this technology is also available.

This interface allows testing of a statement before coding it.

This interface allows testing of a statement when it's presenting a
problem in an application.

A prepared statement cannot be a compound statement.

Some limitations exist on what SQL statements can be used.

Any reference to table metadata will cause the statement to be prepared again at
execution time.

At execution time, data values are provided to fill the variable slots.

The scope of a prepared statement is within the session that created it.
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The syntax for creating a prepared statement is:
PREPARE stmt_name FROM preparable_stmt
The stmt_name is not case sensitive. Preparing a stmt_name that already exists implicitly deallocates the
pre-existing one before preparing the new one.

The preparable_stmt is either a string literal or a user variable. In either case, it contains a single SQL
statement, which must be one of: CREATE TABLE, INSERT, UPDATE, SELECT, REPLACE,
DELETE, ANALYZE TABLE, OPTIMIZE TABLE, REPAIR TABLE, DO, SET, the arguments of
the LIMIT clause, and most SHOW statements.

A variable slot is written into a prepared statement with a '?', which should not be quoted, even if the data
supplied at execution time is a string.

Variable slots can only appear where data values would appear, and not for keywords, identifiers, etc.

After a statement has been prepared, it can be run as many times as desired, supplying different data for the
variable slots each time. The syntax for running a PREPAREd statement is:
EXECUTE stmt_name [USING @var_name [,@var_name] ...]
If any variable slots were specified in stmt_name, the USING clause must supply the same number of
values, using user variables.

The syntax for releasing a prepared statement is:
{DEALLOCATE | DROP} PREPARE stmt_name

Statements cannot be PREPAREd or run within stored functions or triggers, but can be used in stored
procedures.

For example:
PREPARE stmt1 FROM 'SELECT DEGREES(ASIN(?)) AS "Degrees"';
SET @a = .5;
EXECUTE stmt1 USING @a;
+---------+
| Degrees |
+---------+
|      30 |
+---------+
DROP PREPARE stmt1;

EVALUATION COPY

Unauthorized reproduction or distribution is prohibited.



MySQL Development

Page 286 Rev 2.1.2 © 2013  ITCourseware, LLC

Labs

Create a new table, pay_change_log, with the structure shown on the facing page. Add a trigger
that adds rows to pay_change_log whenever the pay amount of an employee changes.
(Solution: pay_change.sql)

Give the manager of Store #4 a 10% raise. Observe the results in both the employee table and the
pay_change_log table.
(Solution: mgr4raise.sql)

Create a stored procedure named raise_pay that will increase an employee's pay amount. The
parameters should be the employee's id number and the percent increase to his salary. Give an
employee a 10% raise by calling the stored procedure. Observe the results in both the employee
table and the pay_change_log table.
(Solution: raise_pay.sql)
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pay_change_log:

id NUMERIC

old_amount NUMERIC(9,2)

new_amount NUMERIC(9,2)

date_changed DATE

changed_by VARCHAR(30)
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