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Describe MySQL's benefits and features.

Configure the MySQL server.

Perform database design and normalization.

Work with the command-line mysql tool.

Set up and manage data and data schemas in MySQL.

Use SELECT to retrieve data from a database.

Combine data from multiple sources.

Utilize more complex SQL functionality.

Understand the MySQL storage engine types and their applicability.

Use some of the more common MySQL standalone tools.

Manage database resources and users.

Write and call stored procedures.

Optimize database storage for performance.

Connect MySQL to external programming interfaces.
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Audience: Application and web developers, or system administrators.

Prerequisites: Prior experience installing software and programming in any
language, such as HTML, is recommended but not required.

Classroom Environment:

A workstation per student.
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Using the Workbook

Chapter 2 Servlet Basics
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Add an init() method to your Today servlet that initializes a bornOn date, then print the bornOn date

along with the current date:

Today.java

...

public class Today extends GenericServlet {

private Date bornOn;

public void service(ServletRequest request,

ServletResponse response) throws ServletException, IOException

{

...

// Write the document

out.println("This servlet was born on " + bornOn.toString());

out.println("It is now " + today.toString());

}

public void init() {

bornOn = new Date();

}

}

Hands On:

The init() method is

called when the servlet is

loaded into the container.

This workbook design is based on a page-pair, consisting of a Topic page and a Support page. When you
lay the workbook open flat, the Topic page is on the left and the Support page is on the right. The Topic
page contains the points to be discussed in class. The Support page has code examples, diagrams, screen
shots and additional information. Hands On sections provide opportunities for practical application of key
concepts. Try It and Investigate sections help direct individual discovery.

In addition, there is an index for quick lookup. Printed lab solutions are in the back of the book as well as
online if you need a little help.

Java Servlets

Page 16 Rev 2.0.0 © 2002 ITCourseware, LLC

� The servlet container controls the life cycle of the servlet.

� When the first request is received, the container loads the  servlet class

and calls the init() method.

� For every request, the container uses a separate thread to call

the service() method.

� When the servlet is unloaded, the container calls the destroy()

method.

� As with Java’s finalize() method, don’t count on this being

called.

� Override one of the init() methods for one-time initializations, instead of

using a constructor.

� The simplest form takes no parameters.

public void init() {...}

� If you need to know container-specific configuration information, use

the other version.

public void init(ServletConfig config) {...

� Whenever you use the ServletConfig approach, always call the

superclass method, which performs additional initializations.

super.init(config);

The Servlet Life Cycle

The Topic page provides
the main topics for

classroom discussion.

The Support page has
additional information,

examples, and suggestions.

Code examples are in a
fixed font and shaded. The
online file name is listed
above the shaded area.

Screen shots show
examples of what you
should see in class.

Topics are organized into
first ( ), second ( ), and

third ( ) level points.

Pages are numbered
sequentially throughout

the book, making lookup
easy.

Callout boxes point out
important parts of the

example code.
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Chapter 2 - Introduction to Database
Concepts and MySQL

Objectives

Describe the structure of a relational
database.

Describe the uses of the SQL
programming language.

Explain the different ways that users can
access a database.

Describe MySQL's benefits and features.

Describe the history of MySQL.
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Features of a Relational Database

A relational database organizes data into tables, each table being much like a
spreadsheet.

Each table in a database normally describes a specific group of information.

Each table is given a specific name.

A table is organized in columns, each with a specific name and each capable of
storing a specific datatype.

Each column, also called a field, represents an attribute of the table.

A row is a distinct set of values, one value for each column

Each row, also called a record, represents a single entity in the real world.

A column value might be empty, or null, for a particular row.

A user accesses a subset of the data, the result set of a query, based on existing
tables.

The logical data structure of a database is determined by the relationships
between the tables.
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Consider the following as a table design for sports teams:

Team

Player

Sport Team Name Affiliated City

Baseball Rockies Denver

Baseball Astros Houston

Baseball Braves Atlanta

Player Name Player Number Position

Jeff Baker 10 Outfield

Matt Holiday 5 Outfield

Chris Ianetta 20 Catcher
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Where Does SQL Fit In?

The Structured Query Language (SQL) was first developed by IBM in the mid-
1970s for their DB2 database.

It is typically pronounced as "sequel" or S...Q...L.

SQL is the international standard language for relational database management
systems.

SQL is considered a fourth-generation language, more abstract than Java,
COBOL, etc.

SQL is a non-procedural language that emphasizes what to get, but
not how to get it.

It is English-like and intuitive.

SQL statements look more like natural language than many other
programming languages

SQL is robust enough to be used by:

Users with non-technical backgrounds.

Professional developers.

Database administrators.

Each vendor has its own implementation of SQL as well as extensions for
greater functionality.

MySQL implements a subset of SQL: 2008.
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SQL statements can be placed in two main categories:

Users and programmers spend most of their time working with only four of the keywords (SELECT,
INSERT, UPDATE, and DELETE).

Data Manipulation Language (DML)

Query Data Manipulation Transaction Control

SELECT INSERT COMMIT

UPDATE ROLLBACK

DELETE

Data Definition Language (DDL)

Data Definition Data Control

CREATE GRANT

ALTER REVOKE

DROP

Standard SQL Versions

Year Name Alias

1986 SQL-86 SQL-87

1989 SQL-89 FIPS 127-1

1992 SQL-92 SQL2, FIPS 127-2

1999 SQL:1999 SQL3

2003 SQL:2003

2006 SQL:2006

2008 SQL:2008

2011 SQL:2011
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Database Access

Before the World Wide Web, the only way to access a database was through a
standalone software application.

Such applications may be provided by the database vendor, or can be
written in C, C++, Perl, COBOL, Java, or other languages.

With the World Wide Web, many databases are also accessed from internet-
based applications.

The user is typically accessing the database through a web page loaded
into a web browser.

Some of the same underlying languages might be in use on the server.

These languages have the ability to retrieve data from the database,
and pass that data back to the web browser, through a web server.

Access to the data is only available through the database server.

A valid username and password must be provided.
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MySQL is not a database, but a Relational Database Management System
(RDBMS); it is software that enables you to create, maintain, and manage
relational databases.

MySQL is popular because of its:

Size — Very modest hardware requirements.

Speed — Some of the newer features can slow down processing, but
MySQL's modular design allows you to pick and choose.

Ease of installation — Installation on some platforms is easy (e.g.,
Windows, or a Linux RPM), but others can be more complicated.

Attention to standards — Even though multiple standards exist for SQL,
MySQL tries to stay current.

Community relations — MySQL is open-source software and encourages
individual participation.

There is a large amount of user-contributed software available, and
many local user groups.

Easy interface to other software — Software interfaces, or drivers, to
MySQL exist for many programming languages.

Why MySQL?EVALUATION COPY
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The History of MySQL

In 1994, Oracle, Sysbase, DB2, and Informix dominated the SQL-based
RDBMS market with their powerful, very resource-intensive, and expensive
systems.

Postgres was one of a few cheap database engines available, but wasn't
SQL-driven.

At about the same time, David Hughes developed a DBMS that used SQL to
support his Ph.D. work, based on Postgres.

To enable SQL, he built a translator called mSQL that converted SQL to
PostQUEL.

The Postgres engine was too ungainly for his needs, so he incorporated a
DBMS into mSQL.

In 1979, Michael Widenius, as the only database developer at TcX, developed a
tool called UNIREG for managing databases.

In 1994, TcX began developing web-based applications, using UNIREG
to support page generation, but UNIREG proved too ungainly.

Using the best features of UNIREG, and building on the mSQL API,
MySQL 1.0 was released in May, 1995, by the Swedish company MySQL
AB, founded by Widenius and David Axmark.

Shortly thereafter, MySQL was released on the Internet, under a flexible
copyright (currently the GPL).

In January, 2008, Sun bought MySQL AB.

In the summer of 2009, Oracle bought Sun, acquiring the copyright for the
MySQL product.
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Some of MySQL's major features include the following:

Internals and Portability:
- Written in C and C++, and tested with a broad range of different compilers.
- Works on many different platforms.
- It can easily use multiple CPUs if they are available.
- Uses very fast B-tree disk tables (MyISAM) with index compression.
- Very fast joins using an optimized one-sweep multi-join.

Statements and Functions (full support is provided for):
- Operators and functions in SELECT list and WHERE clause of queries.
- SQL GROUP BY and ORDER BY clauses.
- LEFT OUTER JOIN and RIGHT OUTER JOIN.

Security:
- A privilege and password system that allows host-based verification.
- All password traffic is encrypted when you connect to a server.

Scalability and Limits:
- Handles large databases (e.g., 60,000 tables and 232 rows, depending on the storage engine.)
- Up to 64 indexes per table are allowed, depending on the storage engine.

Connectivity:
- Clients can connect to the server using TCP/IP sockets, named pipes, shared-memory, or socket

files, depending on the platform.
- APIs for C, C++, Eiffel, Java, Perl, PHP, Python, Ruby, and Tcl are available.
- Interfaces are available for ODBC (Connector/ODBC (MyODBC)), Java (Connector/J), .NET

(Connector/NET), and others.

Localization:
- The server can provide error messages to clients in many languages.
- All data is saved in the chosen character set.

Clients and Tools:
- Command-line tools for issuing SQL commands (mysql), dumping and importing table data

(mysqldump and mysqlimport), table maintenance (mysqlcheck), etc.

- A general purpose GUI tool (MySQL WorkBench) to aid in administration tasks, converting to/
from alternative database technologies, and generating queries.
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Chapter 3 - Installation, Configuration, and
Upgrading

Objectives

Describe the MySQL version numbering
scheme and the different release types.

Install MySQL.

Configure the MySQL server.

Upgrade a MySQL server.

Move a MySQL database from one OS to
another.
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MySQL Software

The MySQL platform is available on multiple systems including Windows and
Linux.

The MySQL version numbering scheme, typically written as mysql-m.r.v-suffix,
conveys information about the content.

The m is the major version number.

All releases within a major version use the same disk file formats.

The r is the release level.

The combination of major version and release level is referred to as the
release series number.

The v is the version number, incremented with each new release.

The suffix can be alpha, beta, rc (Release Candidate), or empty,
indicating production quality code.

Both binary and source versions of a given release are typically available.
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The entry web pages into MySQL info are:
http://www.oracle.com/us/products/mysql
http://www.mysql.com

which provide starting points into:
Advertising, documentation and white papers.
Various products and services, partners and customers, news and industry reports.

The platform is supported on a variety of operating systems, but beware the list is rapidly being trimmed of
older OSes. For details, see:

http://www.mysql.com/support/supportedplatforms/database.html.

A large variety of mailing lists is available at: http://lists.mysql.com.

A wide variety of discussion forums is available at: http://forums.mysql.com.

A bug database is available at: http://bugs.mysql.com.

A splash page into contributed software, conferences, FAQs, etc. for the user-community is available at:
https://wikis.oracle.com/display/mysql/Home.

Note:
Navigating the MySQL web pages will often suggest you sign up for a free Oracle web account, which
provides some interesting features, including among others:
1. Access to white papers and presentations
2. The ability to post in the MySQL Discussion Forums
3. Report and track bugs in the MySQL bug system (reading is available without an account).
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MySQL Software Features

Oracle provides MySQL software in several configurations, ranging from the
free Community Server to the Cluster Carrier Grade Edition.

All support transaction-safe, ACID-compliant databases with full commit,
rollback, crash recovery, and row-level locking capabilities.

Oracle distinguishes between the use of MySQL as a technology embedded in a
larger application/product and the use of MySQL as a stand-alone technology,
and licenses the product accordingly.

The MySQL Community Server is freely available under the open source GPL
license.

Support packages for all editions of MySQL can be purchased through Oracle.
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The entry web pages into the free Community Edition Server can be found through:
http://www.oracle.com/us/products/mysql/mysqlcommunityserver
http://www.mysql.com/products/community/

The free Community Edition Server (and other packages) can be downloaded at:
http://dev.mysql.com/download

A list of editions and features suitable for an ISV, OEM, or VAR software product using an embedded
database can be found at: http://www.mysql.com/oem.

A list of editions and features suitable for stand-alone databases can be found at:
http://www.mysql.com/products.

A list of support options for all of Oracle’s MySQL offerings is described in: http://www.mysql.com/
support. Various 3rd-party companies also offer MySQL support: SkySQL, Percona, etc.

EVALUATION COPY

Unauthorized reproduction or distribution is prohibited.



MySQL Administration and Development

Page 34 Rev 2.1.2 © 2013  ITCourseware, LLC

Preparing to Install MySQL

Installing is best done using a binary RPM package on a Linux machine.

RPM processing will take care of directory ownership, permissions, etc.

The Server and Client RPM packages are all that are typically required for
a working system.

Non-RPM downloads are also available (e.g., .tar.gz files).

After downloading your desired version, you should check that the download
succeeded.

If your system has the md5sum (or possibly just md5) program available,
run it and verify that the string of hex digits it prints matches that found on
the download site.

md5sum package_name

Note that this should be done against the .rpm, .tar.gz, or .zip file,
not on the unwrapped contents.

As an alternative to md5sum, GNU's Privacy Guard (gnuPG) can be
used.

If downloading an RPM package, the integrity check built into RPM can
be used.

rpm --checksig package_name.rpm
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Installation packages for the MySQL server and other software are available from dev.mysql.com/
downloads. As part of the download process you will select the target architecture and the version (if
applicable).

When selecting a server version, note two things:
1. Oracle is aggressively trimming support for older versions on older machines. For example, they

have already discontinued support for XP machines on the most up-to-date releases. In some cases,
being "not supported" may mean the product won’t install at all.

For more details on supported architectures and versions, see:
http://www.mysql.com/support/supportedplatforms/database.html.

You can also find the MySQL up-to-date end-of-life summary at:
http://www.mysql.com/support/eol-notice.html.

2. Multiple versions of the server are typically under development concurrently, implying an earlier
version might be sufficient for your needs. A good illustration of what’s going on can be found in the
"Versions" section of: http://en.wikipedia.org/wiki/MySQL.

Installation packages for a Windows system are either an .msi install file, or, for newer releases, a .zip file,
which must be installed manually.

Installation should be done using an "administrator" account.
If tables larger than 4GB are required, install on an NTFS filesystem.

When installing on Windows, note there is a web page devoted to known limitations:
http://dev.mysql.com/doc/refman/5.5/en/limits-windows.html

Note:
A command line version of md5 is available for Windows from: www.fourmilab.ch/md5.
A GUI version is available from: www.nullriver.com/downloads/Install-winMd5Sum.exe.

To run gnuPG (obtained from: www.gnupg.org), you'll need a copy of the MySQL public GPG build key,
available from: pgp.mit.edu. The key you want is named 'mysql-build@oss.oracle.com'. Save it in a local
file. Import the key into your local environment using: gpg --import local_file_name. When downloading the
mysql distribution, also download the signature file, which has a name similar to: package_name.asc. Verify
your download with: gpg --verify package_name.asc. A more detailed explanation of this procedure can be
found at: http://dev.mysql.com/doc/refman/5.5/en/checking-gpg-signature.html.
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Available Client Software

A wide variety of client software is available as a MySQL download; here are
some of the most commonly used.

General Utilities

mysql — Command-line client for entering SQL statements and
performing administrative operations.

mysql-workbench — A GUI tool to help build and work with databases.
Notable features include a color-highlighted editor for working with SQL
queries, and a console for visibility into servers, databases, and user
accounts.

mysqladmin —  a command-line tool for database administrative
operations.

mysqlshow — Displays information about databases, tables, columns,
and indexes.

perror — Displays the meaning of system or MySQL error codes.

Input/Output Utilities

mysqldump and mysqlimport — Clients for dumping a database into a
text file and importing such a file back into a database.

mysqlhotcopy — Quickly makes backups of MyISAM tables on Unix-y
systems while the server is running.

Table Maintenance Utilities

mysqlcheck and myisamchk — Table-maintenance clients that check,
repair, analyze, and optimize tables.
myisamlog and mysqlbinlog — Utilities for reading and processing log
files. Can be used to help recover from a crash.
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The Importance of Backups

Utility programs such as mysqlcheck, myisamchk, myisamlog, and mysqlbinlog all make permanent
changes to the disk. Being able to back out of such changes if something goes wrong is completely up to
you.

Manipulating complicated tables, including those which govern access permissions, sometimes goes awry.

Operating systems have been known to crash, the power to fail, hardware to fail, etc.

Although Oracle would like releases to be compatible with each other, they are also open about the fact that
that's not always the case. Table formats change, including that of system tables.

Sometimes this is due to bug fixes.
Sometimes this is the addition of new features.
Sometimes this is due to what are referred to as incompatible changes.

Having a backup could be your only way to recover from any of these calamities.

Note:
MySQL provides tools to help simplify recovery of both transactional and non-transactional tables.
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After the Download

Standard RPM processing can be used to install on Linux.

For the server:

rpm -i MySQL-server-version.i386.rpm

For client programs:

rpm -i MySQL-client-version.i386.rpm

Using RPM to install the server will run the following steps:

A mysql login account will be created (if one doesn't exist) that's used for
running the MySQL server.

Changes will be made to /etc/init.d to start the server at every boot.

The server will be started.
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When installing on Windows using the installation wizard, there are several types of installs available.

The Windows installation wizard makes several changes to the system.

Performing a custom install on Windows allows you to choose to install from the following (depending on
the package downloaded):

MySQL Server
Client Programs: MySQL Command Line Shell, MySQL Command Line Utilities, MySQL Server
Instance Configuration tool
MySQL Instance Manager
Developer Components: C Include Files/Lib Files, Scripts, Examples
You can also choose a target drive/directory where the software will be installed. The default is
C:\Program Files\MySQL\MySQL Server version, for which all subsequent installs of MySQL
software will be under C:\Program Files\MySQL.

Documentation is available for viewing online, and can be downloaded via a separate web page:
http://dev.mysql.com/doc.  Additional documentation (e.g., for the sample databases) can be found at:
http://dev.mysql.com/doc/index-other.html.
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Configuring the Server

MySQL server execution is configured by a plain text file containing a variety of
configuration values.

my.cnf (UNIX filename)
[mysqld]
port=3306
basedir="C:/Program Files/MySQL/MySQL Server 5.5/"
datadir="E:/dshaw/ITC/mysql.data/Data/"
character-set-server=latin1
default-storage-engine=INNODB
max_connections=100
query_cache_size=0
...

The file is broken up into sections beginning with [group], where group
can be the name or the "group" of  a MySQL utility program.

You can put any valid long options that can be given to a program at the
command line into the configuration file.

MySQL provides sample configuration files in INSTALLDIR for different sizes
of databases. Release 5.5 will be the last release for this practice.

A MySQL Server Instance Configuration Wizard is provided for all Windows
versions.
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Running the Configuration Wizard, at installation time or later, provides some choices.

If a configuration file already exists, the wizard allows it to be:
- Deleted, removing any existing service at the same time; the server installation and its data files are

not removed.
- Reconfigured, in which case the existing configuration file is renamed to a backup name.
If a configuration file doesn't already exist, or an existing file is to be reconfigured, the wizard offers the
following two types of configuration.
- Standard Configuration — Okay for non-intensive use only.
- Detailed Configuration — Allows you to make choices about the way MySQL will be used.
Modify Security Settings.
- It is strongly recommended to set a root password, for the local machine only.
- Establishing an anonymous account is discouraged.

On Windows, the configuration file is named my.ini, and is located in the MySQL install directory.

In the server configuration file, "group" may also be the word "client", which will provide options for all
*client* programs, thus excluding mysqld.

Each operating system platform has a different default installation directory:
Windows installs in C:\Program Files\MySQL\MySQL Server version.
Linux RPM installs in /.
UNIX tar.gz is typically installed in /usr/local/mysql, but can be placed in any directory.
UNIX source is typically installed in /usr/local, but can be placed in any directory.

The more important installation items and their default  installed sub-directories are:

These directories can be overridden.

Directory Contents Windows Linux UNIX Source

Client programs bin /usr/bin bin bin

The mysqld server bin /usr/sbin bin libexec

Log files, databases C:\Documents and Settings\All
Users\Application Data\MySQL /var/lib/mysql data var

Utility scripts scripts /usr/bin scripts bin
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Starting the Server

On UNIX systems, including Linux, server startup is best accomplished via the
startup script mysqld_safe, which invokes mysqld.

mysqld_safe --user=mysql  &

After starting the server, mysqld_safe monitors it and if it fails, tries to
restart it.

Any errors generated during the run are written by default to:
On Windows systems: “host_name.err” in the data directory.   On Unix-y
systems: stderr

A boot-level startup script named mysql.server is also available under Linux.

The Linux RPM will install this file in /etc/init.d so it will be started during
system boot.

On systems that support it, the server can be started using:

service mysql start

Depending on what Linux you're running, activate it to run at boot time
using a command similar to:

chkconfig —level 345 mysql on

To stop the server, use mysqladmin.

 mysqladmin -u root -p shutdown

On systems that support it, use:

service mysql stop
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On Windows, the server can be installed as a Windows service.

Before installing as a service, shut down any server currently running:
NET STOP MySQL

To establish the server as a Windows service (default servicename: mysql), issue the following command:
mysqld --install [servicename] [--defaults-file=filename]

The server must still be started manually within the current boot cycle, either from the Services utility, or by
issuing the command:
NET START MySQL

In most cases, this will have been done by the installation wizard.
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The Initial User Accounts

The grant tables for the initial users are provided pre-configured when you install
from an RPM.

Four accounts are created automatically, two for root and two for an
anonymous account.

When you run a client program, you can specify which user you are logging in
as, and which host you are logging into.

Connecting to the host by hostname or IP address, even 127.0.0.1, will
use TCP/IP for communication.
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On Windows systems, two accounts are created, root and an anonymous account. There is no distinction
between connection types to the local system. However, accounts for connections from remote systems
can optionally be created, one for root, and one for an anonymous account for the test database.

For all UNIX (non-Linux) installations, default initial permissions are installed by the server using the user
ID mysql. If such an account doesn't exist, create one by changing directories to the top-level directory of
the MySQL installation and issuing the command:
mysql_install_db --user=mysql

The server's data directory and the directories for the mysql and test databases are created. Note that
mysql_install_db does not overwrite existing privilege tables. If you need to re-create the tables, stop the
server, rename the data directory, and then run mysql_install_db. Restart the server. Verify the server is
running and then shut it down by issuing the command:
bin/mysqladmin -u root shutdown

Start the server again.

Note:
If the root password is lost, it can be reset.

On Windows, log in using an account with administrative privileges. Stop the MySQL server.
On UNIX systems, log in as root. Issue a normal kill (not kill -9) to the mysqld process.

Create a text file containing the following command:
UPDATE mysql.user SET Password=PASSWORD('yournewpassword')
WHERE User='root';
FLUSH PRIVILEGES;

On Unix/Linux, start the server using:

mysqld --init-file=mytextfile

On Windows, start the server using:

  mysqld_safe --init-file=mytextfile

After the server is running, delete the text file, then stop and restart the server normally.
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Verifying Server Operation

After a server is running, you should verify that it is working properly.

Determine the number of databases that have been created.

mysqlshow

You should have mysql and test databases.

View the tables in one of the databases.

mysqlshow mysql

There should be several tables including host, db, user,
tables_priv, columns_priv, procs_priv, etc.

Simple queries agains the mysql database will print current values.

$ mysql -e "SELECT host, db, user FROM db" mysql

host |  db | user
-----+------+------
  % | test%|

Print parameter values in use by the server.

mysqladmin variables
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There are several things you can try if the automated procedure doesn't run or fails to start the MySQL
server.

Inspect the error log; its location is specified in the configuration file.

Verify that the server can access the data directory; filesystem permissions are what matter here.

Try starting the server manually, using the command mysqld --console.

- If  the server still won't start, try running it as:
mysqld --debug (on UNIX)
or
mysqld-debug (on Windows, if available)

To enable logging on Windows, consider using the --general_log/--general_log_file options on
mysqld (which will log for everyone), or, if you can communicate with the server, the --tee option on
mysql, which will log for that run only.

If you can communicate with the server, try running: mysqladmin variables to see what options the
server is using.
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Upgrading

Always do a backup of all of your databases before upgrading, including the
system databases.

Special recommendations about an upgrade have been supplied by Oracle/
MySQL  for every release series upgrade in the past.

Always consult the release notes and the news file, which provides details
on the changes made.

Be careful about using configuration files from the previous release;
they may need to be updated.

Beware of name collisions for functions — you may need to
change their names.

After upgrading, you should check (and repair, if necessary) your tables, with
mysql_upgrade.

Options can be used to specify directory locations.

mysql_upgrade --basedir=path --datadir=path

You will be prompted for the root password, if needed.

Internally, mysql_upgrade runs two commands: mysqlcheck and
mysql_fix_privilege_tables.

These check all tables in all databases for incompatibilities, and if
any problems are found, the table is repaired.

All tables are marked internally to indicate that they've been upgraded.
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Upgrading on Windows requires several steps before installing the new version.

Stop the server.
If installed as a service, issue the command:
NET STOP MySQL

Otherwise issue the command:
mysqladmin -u root shutdown

If upgrading from a version installed without the Windows Installer:
Manually remove the previous installation.
If installed as a service, remove the Server Instance Manager:
mysqld --remove

If it is ever necessary to downgrade an installation, start by making a backup. The same data files should be
usable if downgrading within the same release series. If downgrading to an earlier version, the recommended
procedure is as follows:

1. Dump your tables using mysqldump in your starting version, eliminating those features not available in
your ending version (e.g., triggers).

2. Reload the data using mysqlimport in your ending version.

Note:
Incompatible changes can occur within a release series, but are more prevalent between major version
series. For example, moving from release series 4.1 to 5.0 introduced eight incompatible changes to the
server, and fourteen incompatible SQL-related changes. Some examples of these changes include:

For BINARY columns, the pad value and how it is handled was changed.
User variables became case sensitive.
Natural joins and joins with USING are processed according to the SQL:2003 standard.

For a general synopsis of what to watch out for when considering an upgrade, look for pages similar to the
following:  http://dev.mysql.com/doc/refman/5.5/en/mysql-nutshell.html

There is an *extensive* discussion on installation and upgrading provided in Section 2.3 of the MySQL
manual, addressing the *many* quirks of working with different OSes and different OS levels.
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Copying a Database Between Architectures

The mysqldump command creates a file of SQL statements to recreate a
database or tables in a database.

Use options to specify a format other than SQL statements.

--xml will build an XML file.

--tab=path will produce a .sql file to build the table, and a tab-
separated .txt file with the data.

Some non-MySQL database systems can import a custom formatted
dump file, or read the SQL from a standard dump file (although it may
contain MySQL-specific commands).

The --compressed option will compress the file, which can be
uncompressed by the mysql client when it is read in.

The file can also be compressed and uncompressed using
command-line tools outside of MySQL.

The mysql command can read the SQL dump file piped into it to rebuild tables
and data into an existing database.

The mysqladmin command can create an empty database.

All of these commands can take the -h option to specify that they will run on a
remote host.

The mysqld server must be running on the remote host.

Don't forget to copy the mysql (grant table) database.
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MyISAM files can be copied directly if the same floating point format is used on both machines. MySQL
will handle any byte-swapping issues.

Examples:

If both machines are running and accessible, the following commands can be used on the machine being
copied from:
mysqladmin -h 'other_hostname' create db_name
mysqldump --opt db_name | mysql -h 'other_hostname' db_name

If both machines are running and accessible, the following commands can be used on the machine being
copied to:
mysqladmin create db_name
mysqldump -h 'other_hostname' --opt --compress db_name |
mysql db_name

If both machines are not accessible at the same time, you can create an intermediate file and move it in a
separate step:
mysqldump --quick db_name | gzip > db_name.gz

After transferring the file to the new machine, issue the commands:
mysqladmin create db_name
gunzip < db_name.gz | mysql db_name

Using mysqlimport and mysqldump is a faster way to move large tables.

mysqldump --tab=new_directory db_name

After transferring the resulting directory structure to the new machine, issue the commands:
mysqladmin create db_name
cat new_directory/*.sql | mysql db_name
mysqlimport db_name new_directory/*.txt
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Variable Description

HOME Typically used to find mysql_history.

TZ This should be set to your local time zone for running SELECT
NOW queries and for running UNIX_TIMESTAMP().

UMASK_DIR The user-directory creation mask when creating directories. Note that
this is and-ed to your UMASK value.

MYSQL_HOST The default hostname used by the mysql command-line client.

MYSQL_TCP_PORT The default TCP/IP port number.

MYSQL_UNIX_PORT The default socket filename; used for connections to localhost.

MYSQL_GROUP_SUFFIX Option group suffix value (like specifying --defaults-group-suffix).

MYSQL_HISTFILE The path to the mysql history file. Default value:
$HOME/.mysql_history.

MYSQL_HOME The directory that contains the server-specific my.cnf file.

TMPDIR The directory where temporary files are created.

MYSQL_PS1 The command prompt to use in the mysql command-line client.

Environment Variables

Environment variables can override some built-in values that affect runtime
operations.

Default values for many runtime options are compiled into mysql programs, but
can be overridden at runtime.

Overrides come from the value of environment variables, option files, and
command-line arguments. 

EVALUATION COPY

Unauthorized reproduction or distribution is prohibited.



Chapter 3 Installation, Configuration, and Upgrading

© 2013  ITCourseware, LLC Rev 2.1.2 Page 53

Windows supports the following environment variables:

MYSQL_HOST
MYSQL_GROUP_SUFFIX
TMPDIR
MYSQL_PS1
USER — default username when connecting to mysqld.

Some values are overridden using command-line options rather than environment variables. These are:

TZ
MYSQL_TCP_PORT
MYSQL_UNIX_PORT
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Labs

(Optional) Download the Community Edition of MySQL for your target platform.
Note: You'll need version 5.0 or later.
(Solution: download.txt)

Verify the contents of the downloaded file(s).
(Solution: verify.txt)

Install MySQL, including both the server and the client on Unix/Linux systems.
(Solution: install.txt)

Verify that the server is running, and that you can stop and restart the server.
(Solution: server.txt)
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Chapter 11 - MySQL Storage Engines

Objectives

List the storage engines provided by
MySQL.

Describe the relative advantages of
transaction and non-transaction engines.

Describe MyISAM and InnoDB disk
usage.

Set InnoDB transaction isolation levels.

Use MERGE and ARCHIVE engines for
managing resource requirements.
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The MySQL product supports nine different storage engines that are responsible
for different mechanisms for storing table data.

Not all engines are provided with every distribution.

A database can contain tables based on different engine types.

Different engines can be in use within a statement.

At the level of individual statements, it's recommended to do this
only with AUTOCOMMIT turned on, which forces each
statement to be treated like a transaction.

The three more commonly used non-transactional storage engines are MyISAM,
MEMORY, and MERGE.

MyISAM provides for high-speed storage and retrieval via smart use of
the disk.

MEMORY provides for in-memory tables, which are very fast, but more
limited in size and impermanent.

MERGE provides for treating multiple identical MyISAM tables as one,
allowing data storage to be partitioned.

The only transaction-safe engine is InnoDB.

InnoDB automatically provides full ACID compliance: Atomicity,
Consistency, Isolation, Durability.

Storage Engine OverviewEVALUATION COPY
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An important distinction to be made in the choice of a storage engine for a table is whether you need
transaction-safe operations. There are advantages and disadvantages to either choice.

The advantages of using transaction-safe tables over non-transaction-safe tables include the following:
1. They support multi-statement transactions, allowing multiple SQL statements to be treated as if they

were one. The decision to keep or discard any changes made by the chunk can be delayed until the
processing is complete.

2. You can ROLLBACK transactions, even partially-completed updates. When a transaction
discovers something has gone wrong, getting back to the starting point should be painless.

3. Recovering from disasters is better. When hardware failures occur midway through a transaction,
getting back to your starting point should be painless.

4. Concurrency can be better. Having many clients accessing a database at the same time presents lots
of problems regarding who can see and do what when.

The advantages of using non-transaction-safe tables over transaction-safe tables include the following:
1. In general, they are much faster
2. They have much lower disk space requirements.
3. Less work and less memory is required in the server to perform updates.

It's important to recognize when a group of SQL statements makes use of both transaction-safe and non-
transaction-safe tables. If any problems occur, the ability to back out the actions made against the non-
transaction-safe table(s) is very limited. This is true even if the group of statements is being treated as a
transaction.
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Other Storage Engine Types

The other MySQL storage engines are ARCHIVE, FEDERATED,
BLACKHOLE, CSV, and EXAMPLE.

ARCHIVE provides for storing large amounts of data, without indexes, using
reduced disk space.

The FEDERATED engine provides for storing data in a remote database.

Two servers are required, one on the local machine and another possibly
on a different machine.

The BLACKHOLE engine accepts but does not store data.

Retrievals always return an empty set.

This engine is used for some performance comparison tests.

CSV provides for storing data in text files using commas to separate values.

The EXAMPLE engine is a stub that runs almost no SQL statements.

This is primarily intended for developers who want to work with the
source code.

Tables can be created, but data storage and retrieval routines are stubbed
out.
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If non-transaction-safe tables have been chosen for an application, the range of available storage engines
provides for very different requirements. Non-transaction-safe tables are available to support any of the
following examples.

1. An application framework that places minimal requirements on a database. Very little processing
may be called for and smaller databases created. Data storage on a CD-ROM may be appropriate,
or perhaps the data store is on a remote machine.

2. An application framework that requires a data store that stretches the limits of the machine but is
still accessible, although access is less common, and speed isn't a big issue.

3. An application framework that doesn't require huge amounts of data but places a premium on
speed, often at the expense of system resources (OS and hardware).

4. An application framework that requires huge amounts of data and wants to tune for access speed.
Typical solutions here involve SQL-based options (indexes, etc.), various levels of data
compression, and partitioning the database into subsets.

Making performance comparisons with a BLACKHOLE table typically focuses on effects not related to the
storage machine, e.g. binary logging, server configuration, or OS features. All normal table features are
available.

Using a CSV table places data in a .CSV file on disk that can be immediately read into other programs that
understand CSV format, e.g., Excel. All column data will be surrounded by double quotes and separated by
commas. The CSV engine can continue to process SQL statements against the table as always, with the
exception that indexes are not supported.
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The Basics of Commonly Used Storage Engines

The choice of engine for a table can be specified with CREATE TABLE.

If you don't specify an engine, you get the default engine.

A table can be converted to use another engine with ALTER TABLE.

If you request an engine that isn't available, the server switches to the
default engine and issues a warning.

Regardless of engine, the server creates a .frm file in the database directory to
hold table and column definitions.

Indexes and data may be stored in additional files, which are created by
the engine.

The default engine is determined according to the following rules (lowest to
highest priority).

On UNIX, the default after installation is InnoDB.

On Windows, the default can be chosen at installation time.

The default-storage-engine option can be specified in my.cnf or my.ini
before the server is started.

The --default-storage-engine command-line option can be specified
when the server is started.

The default within a session can be changed with:
SET storage_engine=...;.
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For the most part, any table type can be converted to any other table type, but note that a different set of
SQL statements and features (e.g. indexes) may be available under the new format than were available
under the old.EVALUATION COPY

Unauthorized reproduction or distribution is prohibited.
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MyISAM Limits and Features

The MyISAM storage engine creates two files for each table: .MYD (data) and
.MYI (index).

MySQL places a number of limits on MyISAM tables.

Large files (63-bit file length) are supported when allowed by the
filesystem and the OS.

The maximum number of rows per table typically is 2**32 (~4.295e+09).

The maximum number of columns per index is 16.

The maximum number of indexes per table is typically 64, and the
maximum length of any key is 1000 bytes.

The sum of the length of all VARCHAR and CHAR columns can be up
to 64KB.

MyISAM provides several special features regarding indexes.

BLOB and TEXT columns can be indexed.

NULL values are allowed in an index column, and take zero to one bytes
per key.

String indexes are compressed to help reduce the size of the index file.

MyISAM reuses disk space efficiently, even while supporting concurrent inserts.

MyISAM always stores all data values low byte first, which is intended to make
the data machine and OS independent.

A forum dedicated to the MyISAM engine is available at:
http://forums.mysql.com/list.php?21
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When using CREATE TABLE to build a MyISAM table, the directories where the data and index files are
created can be specified independently:
CREATE TABLE ... ENGINE=MyISAM DATA DIRECTORY=/a/b/c INDEX DIRECTORY=/d/e/f;
Note the space before DIRECTORY in each case. Both pathnames must be absolute pathnames. In each
case, the default is the database directory.

A MyISAM table is designed to make access fast. For example, MyISAM supports a true VARCHAR
type, one with a leading length stored in one or two bytes.

Keeping the index file small can help performance. By default, string indexes are space compressed, which
especially benefits VARCHAR columns as they are not always used to full length. Also, by default, if a
string forms the first part of an index, it's prefix compressed, which will be a benefit when many strings have
an identical prefix.

The CREATE TABLE specification for a MyISAM table provides for a compression option for indexes:
CREATE TABLE ... ENGINE=MyISAM PACK_KEYS={0|1|DEFAULT}
Specifying a value of 0 turns off all index compression. Specifying a value of 1 causes numeric key values to
be compressed in addition to string values. This typically makes updates slower and reads faster. Other
options are available.

All numeric key values are stored with the high order byte first, as is the pointer to the row, to allow better
index compression.

Rows in a MyISAM table aren't necessarily in order on disk. When rows are deleted for any reason, free
blocks can occur in the middle of the data file. The MyISAM engine keeps track of this. If there are no free
blocks in the middle of the file and an INSERT occurs, the MyISAM engine will allow reads to go on
concurrently. Otherwise, an INSERT will block reads against the table.
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MyISAM Data File Format

MyISAM supports three storage formats for rows: FIXED, DYNAMIC, or
COMPRESSED.

FIXED is the default if no VARCHAR, VARBINARY, BLOB, or
TEXT columns are used.

CHAR and VARCHAR columns are space padded and BINARY
and VARBINARY columns 0x00 padded.

FIXED format is the least subject to corruption, and has the fastest
access time.

DYNAMIC is the default if any VARCHAR, VARBINARY, BLOB, or
TEXT columns are used.

It often requires much less disk space than a FIXED table with the
same data.

CREATE TABLE and ALTER TABLE can request FIXED or DYNAMIC
using the ROW_FORMAT option.

FIXED format cannot be used if any BLOB or TEXT columns are
used.

The myisampack utility creates only a compressed table.

Each row is compressed separately, reducing access time.

Both FIXED and DYNAMIC tables can be compressed.

Compressed format is good for slow storage, like CD-ROMs.

A compressed table is read-only, but DDL operations such as DROP and
TRUNCATE are still valid.

EVALUATION COPY

Unauthorized reproduction or distribution is prohibited.



Chapter 11 MySQL Storage Engines

© 2013   ITCourseware, LLC Rev 2.1.2 Page 249

Some of the common causes of table corruption are hardware failures, mysqld being killed in the middle of
a write, and mysqld updating while an external process (e.g., myisamchk) is updating, too.

Recovering from these disasters depends in part on how the data are stored.

FIXED format rows are stored in contiguous areas on disk, so recovery procedures can usually recover
everything except a few isolated rows, often only the last, partially written, row.

With DYNAMIC row format, row fragmentation is possible, based on any variable or large column widths.
Recovery after a crash isn't as good, as fragments for many rows may be missing. If the majority of the table
updates are occurring against fixed width columns, consider moving the variable length columns to a
different table.

MyISAM indexes can always be reconstructed based on the data rows.

The SQL statement CHECK TABLE can be used to check for table corruption. Two utilities,
mysqlcheck and myisamchk, can also be used. The operations myisamchk performs can conflict with
server operations, so mysqld should not be running.

Part of the automatic determination of a corrupted table is based on a counter stored in the .MYI file. The
counter is used by CHECK TABLE and myisamchk to determine whether the table was closed correctly.
The counter is updated as follows:

1. Upon the first update from a mysql client, the counter is incremented. Further updates from that
client do not change the counter.

2. When the last instance of that table in use by that client is closed, the counter is decremented if any
update has been performed.

The mysqld server can be directed to automatically repair bad tables at startup with the
--myisam-recover option. If this process determines it wouldn't be able to recover all rows, the server
aborts with a message in the error log.
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InnoDB and Hardware Limitations

InnoDB claims it provides ACID compliance, but the OS and the hardware must
cooperate for that to be true.

Disk subsystems may delay or reorder write operations for performance.

A crash under these circumstances may result in the need for
restoring from a backup.

On some OSes the fsync() and/or fcntl() system calls return before disk
writes are complete.

The write-back cache is one of the most common problem areas.

On Linux systems, it's advised to disable the write-back cache.

Some hard disk types, e.g., ATAPI, can be told to disable the write-back
cache.

The UNIX hdparm command is designed for viewing and
manipulating hard drive parameters.

Some drives and/or disk controllers may be unable to disable the
write-back cache.

MySQL recommends against using NFS volumes for InnoDB data or log files.

If data integrity is important to you, perform some pull-the-plug tests.

A forum dedicated to the InnoDB engine is available at
http://forums.mysql.com/list.php?22.
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The server needs to know when a transaction is complete, not only to maintain its log files, but to report
back to the clients. If the disk controller isn't accurately reporting what operations have been completed, it
can become impossible for the server to recover automatically.

Client a Client b

mysqld
fsync(), fcntl(), etc.

DISK CONTROLLER

write-back cache
Request #4: update block 4
Request #3: update block 13
Request #2: update block 6
Request #1: update block 14
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InnoDB Shared Tablespace Configuration

Server startup of the InnoDB engine responds to 35 system variables that
address the management and use of disk space and OS resources, controlling
data integrity, and transaction management.

By default, the server will create a shared tablespace and two logfiles in the
server data directory.

The variables innodb_data_home_dir and
innodb_log_group_home_dir specify alternative locations.

Placing logfiles on a disk separate from the data is a good idea.

Raw disk volumes can also be used.

Alternative directories and access permissions must be manually created.

InnoDB tables can be of any size, even when the OS limits file size, as the engine
uses overflow techniques.

By default, the server will create an auto-extending 10MB data file (ibdata1) and
two 5MB log files (ib_logfile0 and ib_logfile1).

The files will be created in their respective ..._home_dir directories, or if
not specified, the server data directory.

The variable innodb_data_file_path specifies alternative pathname(s)
and qualities for the data file(s).

Data files are created relative to innodb_data_home_dir.

Both the initial and maximum size of each file can be specified.

Only the last file specified can be auto-extending.

The two log files are used on a rotating basis, filling one and then
(re)using the other.
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The syntax for disk extents for shared tablespace is:
innodb_data_file_path=file_name:file_size[:autoextend[:max:max_file_size]]

A specification for the default data file would be:
innodb_data_file_path=ibdata1:10M:autoextend
A suffix of M (megabytes) and G (gigabytes) can be used for size specifications. When the extent fills up,
autoextend causes the file to be extended 8MB at a time. This default value can be changed with the
variable innodb_autoextend_increment.

Multiple extents are specified as a semi-colon separated list, but autoextend can be used only on the last
file:
innodb_data1:50M;innodb_data2:50M:autoextend

Pathnames specifications for data files are generally relative to innodb_data_home_dir, which can be
specified as an absolute pathname:
innodb_data_home_dir = /ibdata
innodb_data_file_path=ibdata1:50M;ibdata2:50:autoextend:max:500M

But if ...home_dir is specified without a value, the datafiles are interpreted as absolute pathnames. The
following achieves the same effect as above.
innodb_data_home_dir =
innodb_data_file_path=/ibdata/ibdata1:50M;/ibdata/ibdata2:50M:autoextend:max:500M

The combined size of all data files must be greater than 10MB.

The combined size of all log files must be less than 4GB.

Using raw disk partitions allows non-buffered I/O on Windows and some UNIX systems. At creation time,
specify newraw right after the file size:
/dev/hdd1:3Gnewraw;/dev/hdd2:2Gnewraw # UNIX
//./D::10Gnewraw # Windows
where //./ corresponds to the \\.\ specification Windows expects. The partition must be at least as large as
the size specified. At the next server startup InnoDB initializes the partition. After initialization is complete,
stop the server, change newraw to raw and you're ready to go.
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InnoDB Per-Table Tablespaces

As an alternative to shared tablespace, InnoDB can provide a separate file for
each table.

Specify the startup option: innodb_file_per_table.

Both data and index information are stored in one file: tablename.ibd.

Per-table files are stored in the database directory to which they belong.

This option is most useful when you want to separate the processing on one or
more tables from the rest of your operation.

Requesting per-table files affects data creation only.

The shared tablespace must always be present.

Data retrieval always searches both locations.

Per-table files can't successfully be moved around the disk using OS
functionality.

The RENAME TABLE command must be used instead.

Restoring backup files, and deleting or adding data files are each multi-step
procedures.
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Specifying the per-table file choice as a startup option implies that it remains in effect for the duration of this
server execution. Removing the option before the next startup causes the InnoDB engine to go back to
storing new table information in the shared tablespace, but it will continue to read from both the shared
tablespace and any per-table files it finds. One implication of this is you can't create the same tablename in
both the shared space and as a per-table file.

Many SQL operations put a heavy demand on disk writes, and in some cases, the storage engine must lock
out other access while these writes are underway. An InnoDB table that was extensively used in this way
would be a good candidate for a per-table file.

If an InnoDB per-table .ibd file goes bad, the procedure for restoring a usable .ibd backup requires the
support of the InnoDB engine:
ALTER TABLE tblname DISCARD TABLESPACE;
This deletes the existing .ibd file. Any clients attempting to access the file will receive an error. Place the .ibd
backup file in the proper database directory, and ask InnoDB to acknowledge it:
ALTER TABLE tblname IMPORT TABLESPACE:

To obtain a usable .ibd backup you need to get SHOW ENGINE INNODB STATUS to say there are
no active transactions, and the main thread is "Waiting for server activity."

If all InnoDB filenames are in lower case, the files can be moved freely from machine to machine.

If you need to add another data file and the last extent didn't specify autoextend, shut down the server, add
the new path, and restart the server.

If you need to add another data file and the last extent did specify autoextend, adding a new tablespace
requires restating how big the autoextend extent has become.

Currently, you can't remove a data file from the tablespace. If that becomes necessary, use mysqldump to
dump the table data, stop the server, remove all the existing tablespace, configure the new specifications,
restart the server, and finally, import the dump file(s).

To change or resize the log files, get a clean shutdown of the server, move the existing logs somewhere safe
(just in case), change the logfile specifications, and start the server (which will create the new logfiles).
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InnoDB Data Management

When converting a MyISAM table to InnoDB, two important processing
bottlenecks can occur.

If you're sure there aren't any duplicate keys in the MyISAM table,
SET UNIQUE_CHECKS=0 before and back to 1 afterwards, avoiding
a lot of disk I/O.

Ensure ahead of time you won't run out of disk space; a rollback can take
forever because nothing is batched.

As always, having good backups is important to maintaining data integrity.

Various levels of recovery operations are possible.

Dumping a table (e.g., SELECT INTO OUTFILE), dropping it, and re-
creating it using the dumped data may work.

If the problem is in the server, restarting it may work, as it will attempt to
work through the server logs.

If the OS filesystem manager is the cause, try rebooting.

A complete restore from backup files is possible.

The InnoDB transaction model allows many users to access tables concurrently,
requiring some controls to ensure there are no conflicts.

The possible degree to which one process can interact with another
process was established as the SQL standard transaction isolation level.

InnoDB offers all four standard transaction isolation levels.

The transaction isolation level can changed on the fly.
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When generating a backup of an InnoDB environment, all .frm files, the my.cnf (or my.ini) file, all logfiles,
and all data files (both shared and per-table) should be copied. Recovery from that point in time requires
restoring those files and then using the server's binary log file to recover from that point in time forward.

Recovering from a server crash is automatic, as the server log will be used to roll forward everything that
was committed.

When attempting to recover a corrupted table, the common practice is to get the table to the point where
you can dump the contents that are still accessible, drop and re-create the table, and reload. Sometimes the
table is so corrupted that it can't be opened at all or even the InnoDB engine can't get started. You can
request the startup process try to do less by specifying an integer value for innodb_force_recovery, e.g.,:
innodb_force_recovery=1
The higher the number specified, the more grievous the errors the engine will overlook. The correct way to
use this is to specify 1 and see if the table can be accessed. If not, try the next higher integer. Using any
value higher than 4 implies the data shouldn't be relied on at all. As a precaution, the engine prevents any
updates to the table in a server execution when the value is greater than 0.

The InnoDB engine provides for multi-version views of the data, and accesses data (simple SELECT
statements) using non-locking consistent reads. However, the data returned will vary depending on the
transaction isolation level. The 4 transaction isolation level settings and the data they will produce are as
follows:

READ UNCOMMITTED — A dirty read, possibly producing an earlier version of the data.
READ COMMITTED — Every read produces data accurate up to the most recent COMMIT.
REPEATABLE READ — All reads within a transaction will reproduce the same data.
SERIALIZABLE — Like REPEATABLE READ except the rows being read are locked for the
duration of the transaction.

More complicated semantics are associated with requests that will update rows. The default setting the
InnoDB engine uses is REPEATABLE READ. To set a value:
transaction-isolation = {one of the four}
SET [SESSION | GLOBAL] TRANSACTION ISOLATION LEVEL {one of the four}
If neither SESSION nor GLOBAL is used, the effect is for the next transaction.

InnoDB does locking at the level of individual rows, but implemented as locks on the appropriate index
records.

InnoDB will detect deadlocks and automatically rollback one or more transactions to break the deadlock.
The transaction(s) chosen to be rolled back are those that changed the fewest number of rows.
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MEMORY and FEDERATED

The MEMORY engine creates no additional disk files.

Memory for a MEMORY table is taken out of the server process.

Memory is released by DELETE, TRUNCATE, or DROP
TABLE.

A MEMORY table supports a maximum of 32 indexes per table, 16
columns per index, and a key length of 500 bytes.

A MEMORY table can't contain BLOB or TEXT columns.

A forum dedicated to the MEMORY engine is available at
http://forums.mysql.com/list.php?92.

The FEDERATED engine creates no additional disk files.

The remote table must already be defined before attempting to connect,
and can use any storage engine.

Table definitions must match for the two servers involved, except that the
local table is FEDERATED, and specifies CONNECTION:

CONNECTION='mysql://
user_name[:password]@host_name[:port_num]/db_name/tbl_name'

A FEDERATED table supports INSERT, SELECT, UPDATE,
DELETE, and indexes.

A FEDERATED table does not support any DDL except DROP
TABLE, which drops the local table only.

A forum dedicated to the FEDERATED engine is available at
http://forums.mysql.com/list.php?105.
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A MEMORY table can be loaded at server startup using the --init-file option to run a SQL script.

A MEMORY table is shared among all clients, just like any non-temporary table.

Space for MEMORY tables is allocated in small blocks, and fixed-length row format is always used. The
memory associated with deleted rows isn't freed, but kept in a list and reused. All of this means that memory
management operations are efficient and straightforward.

Because memory for MEMORY tables is acquired from the server process, it's possible to impact server
operations. Setting upper limits on MEMORY tables is a good idea. The server startup variable
max_heap_table_size specifies the total memory the server will make available for MEMORY tables. The
MAX_ROWS argument to CREATE TABLE can also be used to restrict the size of individual tables.

MEMORY tables use hash indexes, making read operations very fast. Non-unique keys are allowed, an
unusual feature for a hash.

One FEDERATED table can point to another, but there's no protection against setting up a loop.

Note that the connection details (including the password) for a FEDERATED table will be stored in the
local table, and can be seen by anyone with access to the table. FEDERATED is a relatively new table type,
and this feature will probably be changed soon.

Currently, the remote server for a FEDERATED table must be mysqld, but the release notes suggest that
may change in the future.

The FEDERATED (local) table isn't directly managing the remote data, and so isn't aware if the remote
table is changed by another process. The implication is the remote table should be protected in some
manner to prevent changes by anything except the FEDERATED connection.

Bulk inserts to a FEDERATED table are sent across the connection one row at a time, making them much
slower than the same operations on a local table.
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MERGE and ARCHIVE

The MERGE engine creates a .MRG file that contains the name of the tables that
should be used as one.

Creating a MERGE table includes two additional specifications:
UNION=(list-of-tables) [INSERT_METHOD=method].

UNION specifies which tables will be used, and in what order they'll be
read from, e.g., with SELECT.

The UNION tables must have identical column and index
information, including sizes, column order, etc.

The INSERT_METHOD clause specifies which underlying table
inserted records should be placed into.

FIRST and LAST respectively imply the first and last tables listed
in UNION.

If omitted, INSERT into the merged tables is disabled.

A MERGE table supports SELECT, DELETE, UPDATE, INSERT,
but not REPLACE.

A forum dedicated to the MERGE engine is available at
http://forums.mysql.com/list.php?93.

The ARCHIVE engine creates .ARZ (data) and .ARM (metadata) files, but no
index files.

The ARCHIVE table supports BLOB columns, INSERT and SELECT,
and ORDER BY.

The ARCHIVE table does not support DELETE, REPLACE, or
UPDATE.

A forum dedicated to the ARCHIVE engine is available at
http://forums.mysql.com/list.php?112.
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The tables under a MERGE table don't have to be in the same database.

The tables underlying a MERGE table are checked for conformance with the MERGE table at open time,
not creation time.

Modifying a MERGE table with ALTER TABLE allows the use of the UNION clause to change what the
underlying tables are.

Using ALTER TABLE to change a MERGE table to a different engine causes a copy of all rows in all
tables.

The more important restrictions for use of a MERGE table are:
1. Underlying tables can have more keys, but not less.
2. An INSERT into the MERGE table can't maintain uniqueness constraints across all the underlying

tables. For this reason, any PRIMARY KEY in the merged tables must become a KEY in the
MERGE table specification.

3. A DROP against the MERGE table drops that table, but not the underlying tables.
4. While a MERGE table is open, it expects the underlying tables to be under its control only. This

implies you shouldn't issue any DDL statements (DROP, ALTER, etc.) against any of the
underlying tables.

MERGE tables are often used for:
1. Managing tables that are rolled over time, e.g., switching to a new one each month.
2. Enhancing processing speed. Splitting a big table into parts and moving them to different disks,

allows any given run to leave out the uninteresting parts. An additional feature that helps this
approach is that no new indexes are built; MERGE relies on the indexes in the underlying tables.

3. Perform more efficient repairs, for much the same reasons as in 2.
4. Beating the file size limit, commonly when BLOB or TEXT data is in use. Note that the maximum

row count (2**32) still holds.

The disadvantages of a MERGE table are:
1. MERGE uses file descriptors. If 10 clients are using a MERGE table that maps to 10 MyISAM

tables, the server uses 110 file descriptors.
2. Key reads are slower, as the server has to talk to each of the underlying tables.
3. You can't do everything MyISAM does, e.g., no FULLTEXT index search is available.
4. You can't build a non-temporary MERGE table based on temporary MyISAM tables.

The ARCHIVE engine compresses each row using the zlib compression library. It uncompresses rows on
demand, with no row cache.
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Labs

What storage engines are supported by your server? What's the current default storage engine?
(Solution: engine.sql)

In this problem we're going to investigate some table structures. It's important to follow the steps in
order.

a. Create a new table, inventory2, that is a copy of the inventory table. Run:
SELECT row_format
FROM information_schema.tables
WHERE table_name = 'inventory2';
to find the ROW_FORMAT used to store the table's rows.
(Solution: partA.sql)

b. Change the inventory2 table to use the MyISAM engine. What ROW_FORMAT does it
use now?
(Solution: partB.sql)

c. Flush the inventory2 table. Open a command-line window and navigate to the MySQL
data directory where the data for the inventory2 table is stored. Note the size of the
database files. Run my isampack inventory2, noting its ouput and running any further
commands that it indicates need to be run. Note the size of the files now. Try to insert a new
row into the inventory2 table — what happens? Can you select data from the table?
(Solutions: partC.sql, partC.txt)

d. Flush the inventory2 table again, and run myisamchk --unpack inventory2. Are the files
the same as when you started?
(Solutions: partD.sql, partD.txt)

a. Create an InnoDB table with two columns and put several rows of data into it. Start a
transaction and display the contents of the table. In a separate window start another mysql
client and display the contents of the same table. In that same window, update one of the
rows, and verify that it's changed. Go back to the first window and display the table. What
value do you see? Commit the transaction and display the table again. Now what do you
see?
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b. In the first window, issue the following commands:
SET GLOBAL TRANSACTION ISOLATION LEVEL READ UNCOMMITTED;
SET SESSION TRANSACTION ISOLATION LEVEL READ UNCOMMITTED;
Still in the first window, start a transaction, and display the table you created in Part a. In the
second window stop and then restart the mysql client and use it to update a row of the
table. Can you see the change in the first window? Why do you think we needed both SET
commands?

c. In the first window, issue the following commands:
SET GLOBAL TRANSACTION ISOLATION LEVEL READ COMMITTED;
SET SESSION TRANSACTION ISOLATION LEVEL READ COMMITTED;
Still in the first window, start a transaction, and display the table you created in Part a. In the
second window stop and then restart the mysql client and use it to start a transaction and
update a row of the table. Can you see the change in the first window? When do changes
become visible now? After committing the transaction in the second window try performing
another update in the second window. When is that change visible in the first window? You
might find it helpful to determine the current setting for AUTOCOMMIT:
SELECT @@AUTOCOMMIT;

a. Create the following three tables:
CREATE TABLE oldest (x int);
CREATE TABLE middle (x int);
CREATE TABLE recent (x int);
Now create a temporary merge table that accesses all three, and specifies that inserts
should be into the 'recent' table . Verify that you can SELECT from the table, use
ORDER BY, etc.

b. Update a record in the oldest table. Is it visible to the MERGE table? Insert a record into
the MERGE table. Verify the change has been made to the recent table.

c. Change the middle table to be an InnoDB table. What happens when you try to access the
MERGE table now? Can you fix the problem?

d. Change the middle table back to a MyISAM table if you haven't already and recreate the
MERGE table. Now change the x variable in middle to be a FLOAT. What happens when
you access the MERGE table now? Try recreating the MERGE table. What happens when
you access it now?
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